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Abstract

Deep Neural Networks in Long-Lived Particle Searches

by

Sean Benevedes

Bachelor of Science in Physics

University of California, Santa Barbara

,

This document is an exposition of the author’s work on timing methods and machine learning

in long-lived particle searches. It begins with a short introduction to the Standard Model

of Particle Physics, motivating why we look for new physics. It then explains the rudiments

of collider physics and how we test theoretical predictions. After this background has been

established, it provides a brief introduction to long-lived particles, followed by a summary

of the author’s work on timing methods in long-lived particle searches. It concludes by

summarizing the current state of the author’s work on machine learning and deep neural

networks for long-lived particle searches, as well as outlining what remains to be done on

this front.
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Chapter 1

Why New Physics?

1.1 The Standard Model of Particle Physics

The Standard Model of Particle Physics is one of the great triumphs of the human endeavor.

The Standard Model successfully describes all measured non-gravitational phenomena (with

a few exceptions that we will discuss later), and it has held up to a plethora of incredibly

precise experimental tests. We will start our discussion with an exposition of the Standard

Model, followed by an examination of its shortcomings in order to justify our searches for

new physics.

The Standard Model of Particle Physics is a quantum field theory; in particular, it is

a spontaneously broken nonabelian gauge theory with gauge group SU(3)⇥ SU(2)⇥ U(1).

This intimidating quantum field theory jargon will be useful later when we discuss possible

extensions of the Standard Model, but readers unacquainted with the subject should be able

to comfortably read most of the thesis. When we use field theory to make technical points,

this will be indicated and qualitative takeaways will be stated so that these sections can be

skipped without lack of continuity.

The particle content of the Standard Model is shown in Fig. 1.1 (image credit [1]).

The Standard Model contains both bosons and fermions, where in Fig. 1.1 the bosons are

contained within the inner disk and the fermions are displayed in the outer circle.

Starting with the blue circle, we have the photon, the gluon, the W boson, and the

Z boson. These are called the gauge bosons of the Standard Model, as they are intimately
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Figure 1.1: The particle content of the Standard Model. The Higgs Boson is in the middle
in purple, the gauge bosons are the inner blue circle, the leptons are the bottom semicircle
in green, and the quarks are the upper semicircle in red. Image credit Symmetry Magazine
[1]

.
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related to its gauge theory structure. These bosons correspond to the nongravitational forces

of nature; the photon mediates electromagnetic interactions, the W and Z bosons mediate

the weak force, and the gluon mediates the strong force. The photon and gluon are massless,

while the W and Z bosons are massive. The W boson has an electric charge, whereas the

photon, gluon, and Z boson are electrically neutral. Finally, the gluon has color charge, the

strong force equivalent of electric charge, whereas the other gauge bosons do not. The fact

that the gluon, the carrier of the strong force, is itself charged under the strong force leads

to the phenomenon of confinement, which, as we will discuss later, is a crucial part of the

phenomenology of the Standard Model.

The outer circle contains the fermionic matter content of the Standard Model. The

fermions of the Standard Model are arranged into three generations, meaning three sets of

particles which di↵er only in their mass. We list these generations in order of their mass,

so the first generation particles are the lightest and the third generation particles are the

heaviest. The first generation consists of the electron, the electron neutrino, and the up and

down quarks; the second generation contains the muon, the muon neutrino, and the strange

and charm quarks, while the third generation has the tau, the tau neutrino, and the top and

bottom quarks.

The bottom semicircle of particles, containing the electron, the muon, the tau, and their

associated neutrinos, are called leptons. The electron, muon, and tau are massive, electrically

charged particles, and the electron is especially important as it is one of the building blocks

of atoms. The neutrinos are not electrically charged, and strictly speaking they are massless

in the Standard Model. However, they have been measured to have a nonzero mass through

the observation of neutrino oscillation; this is our first, and a particularly concrete, indication

that we need new physics.

The top semicircle of particles are called quarks, and they have both color and elec-

tric charge. The color charge of quarks is crucial to their phenomenology; because gluons

themselves have color charge, the force between quarks is so strong that it is impossible to

separate them. This is the phenomenon of confinement; we do not observe lone quarks in

nature, but rather bound states of quarks with a net 0 color charge; these bound states are

called hadrons. Hadrons can be either fermionic, such as protons and neutrons, or bosonic,

as with the pions. Fermionic hadrons are called baryons, and bosonic hadrons are called
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mesons. Hadron physics is crucial to collider phenomenology, so we will discuss this in a bit

more detail later on.

The final particle of the Standard Model, and the most recently discovered, is the Higgs

boson. The Higgs boson is unique in that it is the only scalar, or spin 0, elementary particle

in the Standard Model. The Higgs, through the phenomenon of spontaneous symmetry

breaking, is crucial to the structure of the Standard Model as a whole. Moreover, as we will

motivate later, we expect the Higgs to be intimately linked to new physics.

The Standard Model has been a tremendously successful theory; it precisely explains the

observed non-gravitational interactions in our universe, as well as much of the observed mat-

ter content (more on that careful phrasing later). More than just being qualitatively correct,

its predictions have been experimentally verified in many sectors to precisions unrivalled

anywhere else in science; it is spectacularly good at describing our universe. However, we

know that it is not the full story for a plethora of reasons, both experimental and theoretical;

this will be the subject of the next section.

1.2 So, Why New Physics?

If the Standard Model has been so breathtakingly successful, what are our motivations for

trying to extend it? The short answer is that we know for a fact that the Standard Model is

incomplete for a plethora of reasons, even if we have not yet been able to directly observe this

breakdown (subject to caveats depending on your preferred definition of ”directly observe”,

as you may be inclined to consider neutrino oscillation as such a direct observation). This

section will contain the long answer, in the form of a brief and woefully incomplete summary

of the problems with the Standard Model of which the author is aware.

The first problem, which we have already encountered briefly, is that of neutrino masses.

As stated earlier, the Standard Model predicts that the three neutrinos should be massless.

However, this is inconsistent with observations of solar neutrinos; rather, these observations

are consistent with the hypothesis that neutrinos are massive and undergo the phenomenon

of neutrino oscillation. Briefly, this phenomenon occurs because the generation structure

of the Standard Model causes neutrinos, if a nonzero neutrino mass is added in, to be

emitted as a superposition of mass eigenstates, and this changes the observable abundances
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of neutrinos produced by solar processes. Since this phenomenon is observed in nature, we

infer that the neutrinos have mass and that we should incorporate this into our theories.

For reasons of theoretical consistency, the mechanisms we know of that incorporate neutrino

masses also entail further new physics in the form of new particles. These particles are, in

principle, observable, but this may be very di�cult in practice due to the energy scale of

these particles or their interaction strength.

The second problem is the failure of the Standard Model to explain the observed dark

matter in the universe. An enormous amount of evidence in astrophysics and cosmology,

from galaxy rotation curves to cosmological evolution, points to the existence of nonbaryonic

dark matter (called dark matter because it does not couple strongly to electromagnetism,

or we would be able to see it through telescopes). This is a rather spectacular failure of

the Standard Model, as evidence of dark matter also tells us that there is an enormous

amount of it in the universe, much more than baryonic matter (what we are made of, and

what the Standard Model describes). A massive amount of work (far too much to e↵ectively

summarize here) has been put into both dark matter model building and into a huge variety

of experimental searches; this work is ongoing. We will not dive into the weeds of dark

matter model building, it su�ces to note that this is a rather glaring exclusion from the

Standard Model.

The third problem with the Standard Model, and it should be clear by this point that

this numbering scheme is completely arbitrary, is that it does not even attempt to address

gravity. It seems unnecessary to justify that gravity is rather important; it holds us to the

Earth, it causes the Earth to orbit the Sun, and it allowed the formation of structure (us) in

the first place. As you may have heard, constructing a theory of quantum gravity is rather

di�cult, and we particle physicists have been able to largely dodge this problem because we

(perhaps naively) expect from dimensional analysis that the energy scale at which gravity

becomes important is about fifteen orders of magnitude out of reach from our most powerful

accelerators. However, we know that these e↵ects will become important at some scale, and

the Standard Model clearly breaks down at this point.

The problems that we have addressed so far are very concrete, insofar as they are explicit

examples of physics that the Standard Model does not successfully explain. However, these

are not our only clues as to what new physics should look like. When we accept that the Stan-
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dard Model is not the final story about nature, we can systematically map out our ignorance

through the framework of e↵ective field theory; this framework allows us to parameterize

the ways that the Standard Model can be extended in a theoretically consistent manner by

treating it as an approximation valid up to some energy scale. The Standard Model, when

viewed as an e↵ective theory, has several puzzling characteristics; in particular, some of the

numerical coe�cients that characterize the theory are many orders of magnitude away from

what we would naively expect from applying dimensional analysis. These departures from

our naive expectations are called naturalness problems.

The paradigmatic example of these naturalness problems is the hierarchy problem. This

problem arises because the symmetry of the Standard Model is not enhanced in the limit of

a massless Higgs, so there is no mechanism that we know of that protects the mass of the

Higgs from receiving large quantum corrections. In particular, if there is new physics at some

scale ⇤, and if this new physics introduces new particles that interact with the Higgs, then

we expect the mass of the Higgs to receive corrections of order ⇤. This is puzzling, because

it means that for the observed Higgs mass to arise, there must be seemingly fine-tuned

cancellations in these large quantum corrections to the Higgs mass. This is the hierarchy

problem, and trying to engineer mechanisms to explain how the observed Higgs mass can

arise without requiring fine tuned cancellations has historically been an important driver of

the development of theoretical particle physics.

Other naturalness problems in the Standard Model include the strong CP problem and

the cosmological constant problem. The strong CP problem is that the strong interaction,

to within experimental precision, is observed to respect a combined charge and parity sym-

metry. However, within the Standard Model, there is no symmetry reason to expect this to

be the case, and this corresponds to a fine-tuning of at least ten orders of magnitude (cor-

responding to current experimental sensitivity). Finally, the cosmological constant problem

is perhaps the most dramatic naturalness problem of them all; the vacuum energy that one

would naively calculate treating the Standard Model as an e↵ective theory valid up to the

Planck scale (the scale at which we expect gravitational e↵ects to become important) re-

ceives contributions one hundred and twenty orders of magnitude larger than the value we

observe in nature.

At this point, it is worth taking a step back and thinking a bit more about these natural-
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ness problems. There are some who would have you believe that naturalness is an arbitrary

restriction on our theories, and that we should not be particularly concerned about these

failures of dimensional analysis; after all, it is entirely conceivable that the most parsimo-

nious mathematical description of reality might still require such egregious fine-tuning. This

is a valid concern, but perhaps we should not be so quick to abandon our philosophical

prejudices; physics may not have come far if we had decided that parsimony were unim-

portant and that epicycles were a satisfactory description of the orbits. Furthermore, our

theories abound with examples where a naturalness strategy (i.e. presupposing that, when

observations seem to require fine tuning at a high energy scale to explain observations at a

lower energy scale, this indicates that we are missing some important aspect of the physical

picture at the lower energy scale) would lead one to the correct conclusions. The author was

introduced to a compelling example at a KITP lunch talk a few years ago [2]: if one observed

the mass splitting between the neutral and charged pions (the lightest three hadrons) and

applied a naturalness strategy to determine where new physics should appear to explain this

mass splitting, one would correctly deduce the existence and mass scale of the rho meson (a

heavier hadron).

In short, there are a variety of problems with the Standard Model, both in the form of

its explicit failure to explain some observed phenomena and in the form of the naturalness

problems explained above. These problems not only tell us that there must be physics

beyond the Standard Model, but they also give us an indication of where to look for this

new physics. I cannot do justice to the tremendous array of experimental searches that have

been undertaken to search for physics beyond the Standard Model, so in the next chapter I

will describe the aspects of collider experiments that have been relevant to my work.
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Chapter 2

New Physics Searches

2.1 Collider Experiments

My work has centered around determining novel signatures of and search strategies for new

physics at collider experiments. In this section, I will outline the aspects of these experiments

that have been relevant to my work.

The essential idea behind a collider experiment is to smash particles together at high

energies and see what comes out. These experiments utilize particle accelerators, and the

world’s preeminent particle accelerator is the Large Hadron Collider (LHC) located at CERN.

The LHC collides protons (hence the name ”hadron collider”) at center of mass energies on

the order of 10 TeV (where ”center of mass” is the reference frame in which this energy is

defined, since energy is not Lorentz invariant). It does this by collecting protons into two

beams and accelerating them to near the speed of light, before crashing these two beams

into each other.

One of the experiments at the LHC, and the one on which I have focused, is the Compact

Muon Solenoid (CMS) experiment. The CMS detector, depicted in Figure 2.1, consists

of a series of measurement apparatuses arranged in concentric cylinders about the proton

beamline. After two protons collide, various collision products are produced spewing out

in a variety of di↵erent directions. Collision products that travel su�ciently transverse to

the beamline to hit the detectors pass first through the tracker, where they are immersed

in an extremely strong magnetic field. The paths of charged particles (sometimes called
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Figure 2.1: The CMS detector. Apparatuses depicted include the eponymous superconduct-
ing solenoid and the tracker, the electromagnetic calorimeter (ecal) and hadron calorimeter
(hcal), and the muon chambers. Image credit [3].

tracks) are determined, and the degree to which they are deflected by the magnetic field

allows kinematic properties of the particles to be determined. Particles then pass through

the calorimeters and muon chambers; they either interact with these apparatuses and deposit

their energy or they escape the detector entirely.

Due to the massive rate of collisions at the LHC, it is physically impossible to record all of

the data from every collision; there simply is not enough bandwidth. It is desirable to record

only the ”interesting” collisions, where what is ”interesting” depends on what questions the

experimentalists are trying to answer. In order to achieve this end, experimentalists use

triggers, which are criteria that a collision (or event, which I will essentially use interchange-



CHAPTER 2. NEW PHYSICS SEARCHES 10

ably) must meet in order to be recorded. For example, a trigger that we will encounter

later requires the sum of the momenta in the direction transverse to the beamline of charged

particles in the event to be greater than a certain preset value. A collision is recorded if and

only if it meets the requirements of at least one trigger, and the vast majority of collisions

are not recorded as a result.

If an event is recorded, the information gathered using the various instruments described

above (i.e. the tracker, the calorimeters, and the muon chamber) is used to reconstruct the

event, meaning to determine which particles were created in the collision and observed, what

their kinematic properties were, and how much missing 4-momentum there is (from particles

that escape the detector without interacting). We will now dwell on how we compare this

information with theoretical predictions.

2.2 What Does This Tell Us?

Before we start thinking hard about collider data, let us dwell a bit further on the outputs

of theoretical calculations and what they mean. As discussed in the previous chapter, the

Standard Model is a quantum field theory describing gauge bosons, the Higgs boson, the

leptons, the quarks, and all the interactions between these particles. What we are good at

calculating in such a theory is scattering cross sections of various processes (for example,

electron positron annihilation into two photons). We typically calculate these cross sections

in a perturbative expansion in some coupling constant, and the smallness of the coupling

constants controls our ability to calculate. Since the coupling constant of the strong inter-

action famously diverges at low energies, which is the phenomenon of asymptotic freedom,

we rapidly lose our ability to calculate in this regime. Our loss of perturbative control is

intimately tied to the phenomenon of confinement; recall from the previous chapter that we

do not observe particles with a color charge by themselves in nature, rather we only observe

composite bound states of such particles that have a net zero color charge. Our inability

to quantitatively understand confinement is rather unfortunate for understanding collider

physics, since the color-charged particles produced by collisions immediately confine, and

this is crucial for understanding their experimental signatures.

Confinement is a notoriously di�cult problem (in fact, you will receive one million dollars
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from the Clay Institute if you are able to rigorously prove that it actually arises from our

theory of the strong interactions). As such, our ability to calculate from first principles

here is quite limited. However, we have a beautiful tapestry of phenomenological results to

draw upon, and while our theoretical tools are not generally strong enough to calculate from

first principles, they are su�cient to understand much of collider phenomenology given some

extra experimental inputs.

The qualitative takeaway is that, when a color-charged particle (a quark or gluon) is

produced, it undergoes the processes of showering and hadronization, which result in a colli-

mated spray of particles that is commonly referred to as a jet. Jet physics is an enormously

deep field, and we will not dive into it here; it su�ces for us to know that jets are colli-

mated sprays of particles resulting in some enormously complicated way from the low energy

phenomena of the strong interaction, and that these jets carry imprints of the underlying

physics through their kinematics and their structure.

Returning to collider data, now we can complete the story. Events are stored only if they

pass the trigger requirements. Stored events are reconstructed, determining which particles

were created and observed in the event, various properties regarding their kinematics, and

some clues as to which particles have escaped without being detected. Then, algorithms

are used to construct higher level information about the event, including finding jets and

determining their properties.

Statistical analyses are then performed on this data. For example, if we were trying to

search for a hypothetical new physics particle denoted by X, then we would try to devise

criteria that events involving only Standard Model particles would not satisfy and events

involving the X would satisfy. The number of events passing these criteria, also known as

cuts, can then be compared to the null hypothesis that the events include only Standard

Model phenomena. If there is a statistically significant excess of events passing the cuts

as compared to the prediction of the Standard-Model-only hypothesis, this constitutes a

discovery. Now that we have discussed experimental searches for new physics in general, we

are ready to start talking about long-lived particles specifically.
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Chapter 3

Timing Methods in Long-Lived

Particle Searches

3.1 Introduction to Long-Lived Particles

Long-lived particles (LLPs) are just particles which travel a macroscopic distance before

decaying. ”Macroscopic distance” is carrying quite a bit of weight here; it can mean anything

from a few millimeters up to many kilometers! A variety of LLPs are depicted in the context

of a collider experiment in Figure 3.1. We refer to LLPs as opposed to prompt particles,

which are particles that decay without having traveled a macroscopic distance from where

they were produced. We often characterize LLPs by their proper lifetime, denoted ⌧ , which

is their lifetime as measured in their own rest frame (this clarification is necessary since, in

particle physics, time dilation is often extremely significant). Relatedly, we define the c⌧ of

an LLP to be the speed of light times its proper lifetime; this is loosely a measure of how

far the LLP travels on average, loosely because the LLPs we consider are often massive and

so do not travel at c, and furthermore we should consider the e↵ects of time dilation on ⌧ if

we care about the distance traveled in the lab frame.

Historically, searches for new physics have focused primarily on prompt particles. How-

ever, in the year 2021, it is seeming increasingly certain that the LHC’s message to us is

that many of our expectations for where to find new physics were misguided. As such, we

must trod new ground and leave no stone unturned as we search LHC data for signs of new
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Figure 3.1: A cross section of a collider showing a multitude of possible LLP signatures. Jets
are depicted as solid cones, tracks are depicted as solid lines, and particles invisible to the
detectors are depicted in dashed lines. Image from [4].

physics; this means searching for LLPs. Moreover, as shown in Figure 3.2, LLPs are not

some far-out idea that theorists have invented out of desperation; Standard Model physics

is absolutely chock-full of LLPs running the gamut of c⌧s. There is no reason to expect new

physics to deviate from this pattern.

In addition to this bottom-up reasoning, various concrete proposed models of new physics

involve LLPs. The particular signal that we will consider, Higgs decays to LLPs, have been

considered in a variety of models, including Hidden Valley models [6][7][8], models of neutral

naturalness [9], and models of baryogenesis [10]. This combination of bottom-up reasoning in

analogy with the Standard Model and top-down reasoning in the form of explicit hypothetical

models that predict LLPs strongly motivates searches for LLPs. However, as is detailed in

Section 3.1 of [4], current experimental coverage of LLPs is far from comprehensive. This

situation merits devoting more thought to the unique experimental signatures that LLPs

pose and how they can be detected; this is an arena in which theorists can contribute by

identifying new potential search strategies. The remainder of this text will summarize work

along these lines, first analyzing the prospects of using timing information to detect LLPs
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Figure 3.2: A figure showing LLPs found in the Standard Model. Particle lifetime (c⌧ , the
speed of light times the proper lifetime, measured here in meters) is plotted against particle
mass in GeV. Image taken from [4], where it is adapted from [5].

and then moving to examining the utility of machine learning and deep neural networks in

this endeavor.

3.2 Main Idea of Timing Searches

Recent work [11] pioneered an inspired approach for searching for new physics LLPs. The

core idea of this work was that new physics LLPs and their decay products take longer

on average to travel from the collision point to the electromagnetic calorimeter (ecal) than

do Standard Model particles. This is for two reasons. The first, illustrated in Figure 3.3,

is geometric; the shortest distance between two points is a straight line, but an LLP that

travels some distance before decaying into other particles will result in a longer total distance

traveled than that of a prompt particle that decays right at the collision point, sending its

decay products in a straight line to the ecal. The second is kinematic; we consider new

physics LLPs that are significantly more massive than the Standard Model LLPs that we

might otherwise mistake them for, so at a given momentum our new physics candidate LLPs

travels significantly more slowly than its Standard Model counterparts.

Crucially, utilizing a near-future timing detector [12] at CMS, this time delay would be
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Figure 3.3: An LLP, labeled X, traveling from the collision point (bottom explosion symbol)
up until it decays into two particles a and b, which reach the timing detector located at the
ecal (top line). The first ”sign of the LLP”, i.e. the first decay product from the LLP to
reach the ecal, traverses an e↵ective distance lX + la, which is significantly longer than the
distance traveled by the decay product, marked in the dashed line, of an imaginary prompt
Standard Model particle that hits the same point on the ecal. Figure taken from [11].

measurable. Consequentially, [11] proposed the use of a timing trigger that would retain

events containing Standard Model decay products with a greater than 1 ns delay. Such

a trigger would achieve state of the art sensitivity to certain classes of new physics LLPs.

Since experiments can only keep so much data, having to implement a new trigger is rather

burdensome; as such, we decided to examine whether worthwhile sensitivity gains could still

be achieved using a timing-based strategy but without implementing any new triggers.

3.3 Details of Our Analysis

For this analysis, we considered 50 GeV scalar LLP new physics candidates. We took these

LLPs to be Standard Model singlets, meaning that they do not interact with Standard Model

particles through the electroweak or strong interactions. These LLPs are hypothetically pair

produced through decays of the Higgs boson, with the LLPs subsequently decaying and

producing jets of Standard Model particles. We modeled production of the Higgs through

gluon-gluon fusion, as this is the dominant production mode. This process, from collision
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Figure 3.4: The tree-level (lowest order in perturbation theory) Feynman diagram contribut-
ing to our desired pair-production of LLPs. Taken from [4].

to LLP production, is depicted in Figure 3.4. We considered LLPs with c⌧ between 0.1

and 100 m, as this is the region of parameter space in which timing methods have the most

potential. This is because, for the geometric e↵ect to be significant, the LLPs must decay

far enough from the collision point that there is significant deviation from a straight line,

but close enough to the collision point that they have decayed before they reach the timing

layer at the ecal.

In order to determine the e↵ectiveness of timing strategies in the absence of a new timing

trigger, we needed a sample of collision events resulting in the production of the desired

LLPs. Since these LLPs have not yet been found, and moreover we are not experimentalists,

we generated a sample of simulated collision events. This is a very common thing to do as

a phenomenologist, so it is worth taking a digression to introduce the software pipeline that

we use to do this.

Software Pipeline Digression

The stages of this process are first to convert the quantum field theory into a set of Feynman

rules for the simulation to follow; the software that we use to do this is called FeynRules

[13]. This produces a so called UFO model file, which is used as an input in the simulation

software. The next stage of the process is to generate the so-called ”hard processes”, where

”hard” in particle physics lingo translates to high momentum. This distinction is probably

a bit confusing right now; an example will be provided in a moment. We do this with the

software MadGraph5 aMC@NLO [14]. The next step is to simulate soft processes, where soft
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is low momentum, the opposite of hard. We use Pythia 8 [15] for this stage. Then, after

simulating the collision itself, we simulate the detector response and determine experimental

observables using Delphes [16]. The final stage of these analyses is typically a hand-coded

statistical analysis, for which I generally use Python.

Now, as that was all rather abstract, let us consider an example. Suppose we would like

to calculate the observed Standard Model cross section for p p > h j, where this notation

means that we collide two protons and produce a Higgs boson and a light-flavor jet (a jet

arising from a gluon or an up, down, charm, or strange quark). First, we must make sure that

we have a UFO model file that contains the relevant interactions for this process; happily

MadGraph5 comes with a variety of common model files, so we would not have to make our

own model file with FeynRules in this case.

We now use MadGraph5 to generate the hard processes here. What we mean by this is

that MadGraph5 uses Monte Carlo integration to perturbatively calculate the cross sections of

processes like p p> h u, p p> h g, p p> h s, and so forth (where u denotes the up quark, g the

gluon, and s the strange quark). These processes happen at short distances (synonymous

with high energies and momenta), so perturbation theory is valid here. However, these

events are not yet particularly representative of reality, since the long-distance phenomena

of confinement, as well as other soft physics, is critical to collider phenomenology in general.

As such, we turn to Pythia 8, which uses a complicated plethora of techniques to take

care of the soft physics, which encompasses a variety of phenomena. At the ”parton level”,

i.e. before dealing with confinement-related phenomena, Pythia 8 handles initial and final

state radiation (ISR and FSR, respectively), which are the phenomena of particles being

radiated from the high energy initial and final states of the collision, as well as handling

decays of unstable final state particles (important for LLPs that decay in the detector). At

the ”hadron level”, it performs showering and hadronization on color-charged final state

particles, resulting in the observed color-neutral hadrons that we observe in real life, as well

as the appearance of jets.

Finally, we pass the outputs of Pythia 8 into Delphes. Delphes then simulates a

particle detector (in the case of our analyses, the CMS detector) by parameterizing various

aspects of the detector response. Essentially it simulates the paths of the particles through

the tracker (immersed in a strong magnetic field) and their various interactions with the
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calorimeters and the muon chamber; it then algorithmically reconstructs tracks, jets, and

vertices (production/decay points of particles) after applying smearing factors reflecting

the finite precision of the detectors. The output of Delphes contains these reconstructed

objects and various properties thereof, such as kinematic properties and variables carrying

information about the substructure of jets. This output is then typically passed into a

statistical analysis.

Timing Analysis Methods

The timing trigger analysis in [11] results in a very low background rate, meaning that it

rejects essentially every Standard Model event. This means that the experimental reach of a

search using such an analysis is controlled by its signal e�ciency, defined as the probability

of a signal event passing the analysis cuts. This is because our criterion for a discovery is

that a statistically significant number of events pass all the cuts of the analysis, and the

number of signal events that pass the cuts this is equal to the total number of signal events

(determined only by the experiment being performed and by the laws of nature) times the

signal e�ciency. The theoretical prediction for this signal e�ciency is determined through

simulation, and using this number we can determine the discovery potential of this search

strategy.

We show this discovery potential in figures like Figure 3.5. Each line in this figure

corresponds to a di↵erent LLP mass and search strategy. The y-axis of the plot is branching

ratio of the Higgs to two LLPs, which means the proportion of the time that the Higgs

decays to two LLPs. Clearly, the higher the branching ratio, the easier the LLPs will be

to discover, as there are more of them to find. The x-axis of the plot is the c⌧ of the

LLP, measured in meters. The lines are the contours for which, if we were to perform the

corresponding search, the Higgs had the corresponding branching ratio into two LLPs, and

the LLPs had the corresponding c⌧ , we would on average be able to reject the Standard

Model null hypothesis with 95% confidence. The quick takeaway here is that in these types

of plots, anything above a contour corresponds to a point in the parameter space of the

LLPs, that is for a given LLP mass, lifetime, and abundance, for which we would be able to

discover the LLP with such a search.
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Figure 3.5: A graphic displaying the discovery potential of various search strategies for the
type of hypothetical LLPs discussed in this thesis. Thick lines depict timing based search
strategies, and thin lines are preexisting search strategies. Line style (solid, dashed, dotted)
represent di↵erent specific search strategies, and colors represent the mass of the LLP. This
plot is interpreted as follows: for a given search strategy and LLP mass, the space above
the corresponding line is the region of parameter space in which that search would be able
to discover the LLP. Specifically, this is a plot of the minimum Higgs branching ratio into
LLPs that would result in the LLP being discovered versus the lifetime, specifically the c⌧ ,
of the LLP. Taken from [11].
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For this particular analysis, I used FeynRules in order to generate a model file for the

LLP in consideration. I then used MadGraph5 to generate a sample of 10,000 p p > h j events,

and then passed these onto Pythia 8. The physics of confinement is unimportant in under-

standing the e↵ectiveness of these particular timing techniques, as it does not significantly

change the amount of time that it takes particles to reach the timing layer, so I ran Pythia

8 with hadron level turned o↵, in order to only simulate decays of the LLPs without the

added complications of showering and hadronization. Finally, we neglected detector e↵ects

as well, since these are also unimportant for the timing search.

Since the simulation pipeline is complicated and easy to mess up, and in order to verify

the validity of our neglect of hadronization and detector e↵ects, we began by reproducing one

of the results of [11], specifically the region of the thick red dashed line in Figure 3.5 between

0.1 and 100 meters. This consisted of calculating the signal e�ciency of the proposed timing

trigger, which consists of the following requirements:

1. The hard jet should have the component of its momentum transverse to the beamline,

pT , be greater than 30 GeV. The presence of this so-called timestamping jet allows the

precise time of the collision to be determined.

2. The timestamping jet should have its pseudorapidity |⌘|, a measure of its angular

distance from the beamline, satisfy |⌘| > 2.5. This is chosen since the jet must be

deflected enough from the beamline to actually hit the detectors.

3. At least one LLP should decay with a transverse distance from the beamline greater

than 0.2 m and less than 1.17 m. This is a detector geometry constraint, with the

upper bound coming from the location of the timing layer and the lower bound coming

from details of the tracker.

4. At least one SM particle should reach the timing layer with a delay of at least 1 ns

compared to an imaginary Standard Model particle propagating from the collision

point to the same point on the timing layer at the speed of light. This is the timing

element of the timing trigger.

I used Python to determine the signal e�ciency of the trigger, i.e. the proportion of

signal events that satisfy requirements 1-4 above, for LLPs with six di↵erent values of c⌧
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Figure 3.6: A plot of branching ratio versus c⌧ for a 50 GeV LLP. Red dots are results of
[11] digitized from Figure 3.5, blue crosses are my results.

ranging from 0.1 to 100 m. I used this signal e�ciency to produce a plot of the discovery

potential of a search utilizing this trigger, like the one displayed above in Figure 3.5. My

results are plotted overlaid with the corresponding results from [11] in Figure 3.6; this degree

of agreement provided validation of the simulation pipeline and the approximations we used.

After achieving validation, I implemented two timing-based analysis strategies that used

two preexisting triggers, called the displaced vertex (DV) trigger and the vector boson fusion

(VBF) trigger, respectively. To implement the DV trigger, we required HT , the sum of the

absolute values of pT for each jet, to be at least 400 GeV. To implement the VBF trigger,

we required two jets, each with a pT of at least 40 GeV, and that the invariant mass of
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Figure 3.7: Branching ratio versus c⌧ for a 50 GeV LLP using a time delay cut on top of
the DV trigger (left) and VBF trigger (right). Red dots are the timing trigger result (same
in both plots), blue crosses are the results using the DV and VBF trigger respectively.

this jet pair should be at least 620 GeV (where the invariant mass of the jet pair is the

mass corresponding to the sum of the 4-momenta of the two jets interpreted as an on-shell

4-momentum). After narrowing down the sample to the events that passed the trigger, we

applied the 1 ns time delay cut, as in the timing trigger. The resulting bounds are plotted

in Figure 3.7.

Unfortunately, these results do not represent a significant improvement over existing

searches, implying that the new timing trigger is crucial to maximize our experimental

sensitivity to these LLPs. As such, we moved on to consider di↵erent strategies, focusing on

improving experimental sensitivity to LLPs by improving the machine learning techniques

used in current searches.



23

Chapter 4

Deep Neural Networks in LLP

Searches

We are performing ongoing work along these lines, examining the prospects of di↵erent

machine learning techniques to significantly improve experimental reach for LLPs. In this

chapter, I will describe our e↵orts heretofore, some preliminary results, and next steps.

4.1 A Bit More Background

For the timing work, it was crucial that we were considering high mass LLPs, i.e. in the tens

of GeV. This is because high mass LLPs decay more isotropically, as they are less boosted

(a motivated reader can check that, if a particle decays isotropically in its rest frame, this

decay becomes increasingly collimated in the lab frame as the particle becomes increasingly

boosted). We can quantify this with the impact parameter of the decay products of the

LLP; that is, the length of the shortest line between the collision point and the (extended

to infinity in both directions) path of the decay products.

These impact parameters tend to be small in Standard Model processes, but can be quite

large for heavy LLPs. Therefore, the heaviness of the LLP is crucial to the e↵ectiveness of

the timing strategy, as a lighter LLP is more boosted and both gets to the timing layer faster

and has decay products with smaller impact parameters (meaning the geometric contribution

to the time delay shrinks as well). This is not just a problem with this futuristic timing
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strategy, it is generically true that it becomes harder to find these LLPs as their mass

shrinks and their experimental signatures become highly degenerate with those of Standard

Model backgrounds.

Because we generally cannot write down straightforward cuts that eliminate all of the

Standard Model backgrounds while keeping enough new physics signal to have su�cient

sensitivity for discovery, we must turn to more complicated statistical analysis techniques

to maximize our chances of finding these LLPs. This is where machine learning comes in;

we can use machine learning to di↵erentiate between signal and background events (that is,

events that contain new physics and events that only contain Standard Model processes).

The better our machine learning technique is at classifying signal from background, the

better our experimental sensitivity.

4.2 Preliminary Results

The first order of business was to obtain a proof of concept to show that this classification

problem is su�ciently complicated to benefit from beefed up machine learning techniques.

To do this, I compared the classification performance of two machine learning algorithms: a

gradient boosted decision tree like the one used by the state of the art experimental analysis

[17], and a convolutional neural network inspired by GoogLeNet [18].

The classification task I used to compare the algorithms was a heavily simplified version

of the task that they would perform in the context of an analysis: classifying events as either

Standard Model background or as a signal of new physics LLPs. To obtain the events in

question, I generated a sample of LLP signal events and another sample of Standard Model

background events in MadGraph5, ran these through Pythia 8 (this time with showering

and hadronization enabled), and finally through Delphes for detector simulation.

To get a quick proof of concept, I then fed these events immediately into the classifiers

without applying any other cuts or preprocessing; this is not what one would do in a real

analysis, but again, this was just a proof of concept. The results are shown in Figure 4.1 as

a ROC curve. The di↵erence between the two classifiers is not massive, as the lack of cuts

and preprocessing renders both classifiers fairly close to perfect, but the more complicated

convolutional neural network is clearly an improvement.
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Figure 4.1: A plot showing the performance of the neural network (NN, orange) and of the
gradient boosted decision tree (GBDT, blue) on this classification task. For a given event,
each classifier outputs a score between 0 and 1; if the score is above a preset threshold,
the event is classified as signal, else it is classified as background. To create this plot, the
true positive rate for each classifier is plotted against its false positive rate as the threshold
is varied between 0 and 1. The area under the curve (AUC) is an overall measure of the
performance of the classifier; the closer to 1, the better. Both classifiers are very good in
this task, but the NN is noticeably better.

4.3 CMS Analysis

The success of this proof of concept indicated that we should test the e�cacy of the neural

network in a more realistic setting: embedded within an analysis. In order to test this

realistic performance, we are in the process of replicating (on simulated collisions) the state

of the art experimental analysis mentioned above [17]; once we achieve validation here, our

intent is to slot out the gradient boosted decision tree used in the original analysis and

demonstrate that the sensitivity of the search can be improved by changing the machine

learning step.
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This analysis is rather more complicated than the timing analysis, so we will go through

it in parts. I will endeavor to explain where and why my implementation of the analysis

has departed from the original, and how much we expect this to a↵ect results. The analysis

consists of a sequence of three stages: the triggers, the preselection, and the selection. Events

that pass the trigger go to the preselection, events that pass the preselection go onto the

selection, and so forth.

Triggers

Two triggers were used to collect the data relevant for the analysis, referred to as the displaced

trigger and the inclusive trigger. The displaced trigger required HT > 430 GeV, where HT

is defined here as the scalar sum of the pT of the jets satisfying pT > 40 GeV and |⌘| < 2.5.

Moreover, the displaced trigger requires at least two jets that satisfy pT > 40 GeV,

|⌘| < 2.0, at most two prompt tracks with pT > 1 GeV, and at least one displaced track

with pT > 1 GeV; prompt means that IP2D of the track is smaller than 1 mm and displaced

means that IP2D of the track is larger than 0.5 mm and Sig[IP2D] ¿ 5, where IP2D is the

impact parameter of the track in the transverse plane with respect to the collision point and

Sig[IP2D] is the impact parameter in the transverse plane divided by its uncertainty.

The inclusive trigger, on the other hand, requires HT > 650 GeV and at least two jets

with pT > 60 GeV, |⌘| < 2.0, and at most two associated prompt tracks with pT > 1 GeV.

Preselection

The first stage of the preselection is to form dijet candidates for each event, which just consist

of pairs of jets in that event.

If the event passed the displaced trigger, then we require it to have an HT > 500 GeV,

and we form dijet candidates from all pairs of jets in the event with pT > 50 GeV and

|⌘| < 2.0. If it passed only the inclusive trigger, it is required to satisfy the more stringent

requirement HT > 700 GeV, and dijet candidates are formed from jets satisfying pT > 80

GeV and |⌘| < 2.0.

The next step is to, for each dijet candidate, associate track candidates with one jet, or the

other, or neither. Track candidates are tracks that have pT > 1 GeV and satisfy a high-purity
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selection; this high-purity selection is di�cult to implement directly, but using information

from [19], I have implemented this selection by having each track have a probability of

being deemed high-purity, with this probability a function of the track’s production point’s

transverse distance from the collision point.

Now, for each dijet candidate, each track candidate is either associated with neither jet

if �R > 0.5 between the track and either jet, and otherwise it is associated with the jet with

which the value of �R is lowest; we do this because �R ⌘
q
(�⌘)2 + (��)2 is a measure

of the angular distance of the track’s direction from the jet’s axis, so we should associate it

with whichever jet this value is the smallest for (unless it is large for both jets).

After this step is completed, the next task is to reconstruct a secondary vertex for each

dijet candidate. The original analysis does this with an adaptive vertex fitter algorithm

which we do not have access to, so we instead perform this vertex reconstruction via a depth

first search. That is, we pick a displaced track candidate and cluster it with all displaced

track candidates within 1 mm of the original candidate. Then, we add more displaced track

candidates that are within 1 mm of these, and we recurse in this manner until we run out of

displaced track candidates or we run out of displaced track candidates close to this cluster.

If there are displaced track candidates that do not yet have a cluster, we pick one and

start building a cluster from there, and recurse until all displaced track candidates are in

a cluster; we pick the largest cluster (most tracks) as our secondary vertex. I adapted this

algorithm to this project from code written by Samuel Alipour-Fard.

The next requirement is that the invariant mass of the secondary vertex, which is obtained

by summing the 4-momenta of the constituent tracks and taking the norm, be larger than

4 GeV, and the transverse momentum of the vertex (again, from summing 4-momenta of

tracks) should be larger than 8 GeV. This four-momentum is calculated assuming the pion

mass for all tracks. Furthermore, the second-highest Sig[IP2D] is required to be larger than

15.

After this, define ✏ as the proportion of the energy of the dijet that is contained within

the secondary vertex, and require that this proportion should be greater than 0.15.

Finally, define ⇣ as the proportion of energy in the jet which is compatible with coming

from a primary vertex rather than a secondary vertex; keep only dijet candidates with

⇣ < 0.2.
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There is one final preselection requirement intended to veto nuclear interactions with the

detector, which I have not yet implemented; this veto has a high e�ciency (most events

pass), so it is unlikely that this will significantly a↵ect our results. Now, we can move onto

the selection.

Selection

The first variable that we calculate in the selection is RMScluster, which is a measure of how

well the hypothesis of a displaced dijet explains the observed tracks; the details are rather

unilluminating, they can be found in the reference [17].

The next variable that we define is , the signed sum of the Sig[IP2D] of the six leading

(in order of their absolute value of Sig[IP2D]) tracks.

Then, in the original analysis, the vertex track multiplicity, significance of the transverse

displacement of the vertex, cluster RMS, and || are fed into a gradient boosted decision

tree trained on simulated signal and data in an orthogonal region to the signal region for the

background.

Since we do not have access to data, and the background processes are hard to simulate

e↵ectively for technical reasons, we are currently working on a solution for background data

to train the decision tree. Once this technical di�culty has been dispensed with, we will

hopefully achieve validation; at this stage, we will be able to try a couple machine learning

strategies (sketched in the next section), and we will hopefully see a sensitivity boost over

the present methods.

4.4 Loose ends

To conclude this thesis, I will give a brief sketch of what is left to do in order to complete

this project, and what sort of results we expect.

Once we successfully validate our analysis pipeline, we have a ”control” against which we

can robustly test new machine learning methodologies. There are two primary methodologies

that we have in mind: keeping the gradient boosted decision tree but training it di↵erently,

and replacing the gradient boosted decision tree with a neural network.
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The idea of training the gradient boosted decision tree di↵erently is quite a natural one,

and it is hard to imagine that it does not result in some, at least incremental, improvement

in performance. The idea here is that if, instead of training our gradient boosted decision

tree exclusively on high mass LLPs as was done in the analysis [17], we also train them on

low mass LLPs, then it should be better at classifying low mass LLPs. It is unclear what

the size of this improvement would be, but it seems almost certain that there would be some

nonzero gain here.

Replacing the gradient boosted decision tree with a neural network is a less obviously

e↵ective strategy, but one that has potentially bigger advantages. The preliminary results

from Section 4.2 are promising, so hopefully this will translate into a robust improvement in

the context of the analysis.

We will test these strategies by modifying the machine learning step in the selection stage

of the analysis and comparing the resultant sensitivities for each strategy (which ultimately

comes down to how well they accept signal while rejecting background). So, in short, what

remains to be done is working through the last few hurdles to validate the simulation pipeline,

modifying the machine learning stage of the analysis, and comparing the results.
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