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Abstract

Microwave Spectroscopy Algorithms for Context-Free Molecular Structure
Determination
by
Lia Yeh
Modern microwave spectrometers, including the ones in our lab, can quickly and
accurately measure thousands of frequencies which are absorbed by a given molecule.
Our goal is to develop a black box methodology to infer molecular structure from these
frequencies. The catch is that we aim for a context-free approach; in other words, we know
nothing about the molecules we want to analyze except that we can take a microwave
spectrum of it.
The process of extracting information about the molecules present in our spectra is
an inverse problem – you don’t know what you are looking for until you’ve found it. It
has been a decades-long goal of the spectroscopy community to procedurally assign even
theoretical spectra efficiently.
Our algorithm, Robust Automated Assignment of Rigid Rotors (RAARR), is the first
to analyze experimental spectra of complex mixtures, successfully assigning rotational
constants in seconds for dozens of experimental spectra. We outperform prior brute-force
automated approaches utilizing the fact that the rotational physics of most molecules at 6
Kelvin are well-approximated by simple patterns, such as quantization and conservation
of energy.
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Introduction
Almost everything you can name is made of molecules; therefore, if we better understand molecules, we can better understand everything. This thesis presents my research
in developing a methodology for determining the chemical composition and molecular
structures of an unknown mixture, as long as we can take a microwave spectrum of
it. After all, for measuring molecular structure parameters, microwave spectroscopy is
arguably the most accurate tool available.
There are too many applications to count motivating this work. To name a few potential uses of a molecular structure detector, we might want to reverse-engineer or detect
counterfeit pharmaceuticals; probe molecules of atmospheric, extraterrestrial, or existential interest; or perform molecular diagnostics to analyze biological markers. While not
explored in this work, a central focus of our lab’s research is experimentally differentiating between different enantiomers (e.g. left-handedness versus right-handedness) of a
molecule utilizing microwave spectroscopy, for which in general spectral assignment is a
prerequisite.
Figure 0.1 gives a high level overview of our efforts. To determine molecular structure,
first, we assign rotational constants to species in a microwave spectrum of an unknown
mixture. Second, we determine positions of atoms in the molecule given many sets of
rotational constants.
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Figure 0.1: My research is on building methodologies and software to analyze chemical
composition of an unknown mixture, concerning all but the very left of this figure.

0.1 Outline of This Thesis
The body of this thesis is divided into four chapters. The first chapter, the background,
is a theoretical foundation of the rotational physics of molecules. We discuss:
• linear, symmetric, and asymmetric rigid rotor Hamiltonians
• rotational constants and centrifugal distortion constants
• Ray’s asymmetry parameter and the prolate and oblate rigid rotor limits
• rotational quantum numbers Ka , Kc , and J
• a-type, b-type, and c-type; and P-, Q-, and R-branch transitions
• Kraitchman’s equations and Costain’s rule
The second chapter focuses on microwave spectroscopy: how we take spectra, simulate
them, and visualize them. We inspect our assigned spectra and their features, discuss
limitations at three levels of abstraction, and comment on useful software tools.
The third chapter is on the microwave spectral line assignment problem, which is
a prerequisite task for analyzing molecular structure. Under a dozen experts in the
world are capable of doing this task by hand, typically taking several hours. In the
past two decades, many groups have attempted to automate this task. Our algorithm,
2
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Robust Automated Assignment of Rigid Rotors (RAARR), is context-free, works on a
broad range of molecules, and is by our estimate up to 40,000 times faster than the
leading comparable automated solution. We make the daunting task of assigning the
spectrum, without a clue what is in it, simpler by reducing the task to that of patternfinding. These patterns which we call loops, series, and scaffolds, arise from conservation
of energy, quantization of energy, and other features of the underlying physics. We discuss
four variants of RAARR: 2 variants which work for most species with strong a-type and
b-type transitions (a very common case in the real world), 1 variant which works for most
species with strong a-type transitions, and 1 variant on which we have made progress
targeting species with strong b-type transitions.
The fourth chapter is on Predicting Atom Positions from Rotational Constant Analysis (PAPRCA). In essence, this project is to deduce molecular structure from sets of
rotational constants obtainable from a spectrum. Using Kraitchman’s equations, for any
atom that undergoes isotopic substitution such that we can assign the isotopologue’s
rotational constants, we can get the unsigned position of the atom in molecular axes
coordinates. What we would like to know is the signed x, y, and z position of each atom
in the molecule. What we get from Kraitchman’s equations is the unsigned x, y, and
z position of each atom in the molecule for which we can assign rotational constants to
the isotopologue of. Guessing is computationally not an option: since each atom could
be in eight possible octants, for N atoms there are 8N −1 possible configurations. We
investigate two methodologies to resolve sign ambiguities of Kraitchman’s substitution
coordinates: assignment of doubly-substituted isotopologues, and precision measurement
of the electric dipole moment and magnetic g-factor of singly-substituted isotopologues.
We conclude that we require more precise instrumentation to realize these methodologies
for any experimental spectrum, and give our results for the precision that if achieved,
would enable context-free molecular structure determination.
3

Chapter 1
Rotational Physics of Molecules
Our central question is:
Given the rotational spectrum of a molecule and no other knowledge of the
molecule, how well can we guess the structure of the molecule?

1.1 The Rigid Rotor Hamiltonian
At cold enough temperatures, we can approximate any molecule as a rigid rotor. This
means that we can neglect vibrational and bending modes, and solely characterize a
molecule’s structure by its rotational properties. For now, it is good enough to imagine
each atom in a molecule as point mass with a position coordinate—let’s ignore other
information such as the existence of bonds, orbitals, etc. This may seem like an oversimplification, but in actuality this leads to a decent approximation of the rotational
dynamics of a molecule.

4
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Principle Axes

Consider the molecule with each atom as a point mass with a position coordinate, such
that the molecule’s center of mass is at the origin. Since we’re in three dimensions,
it is natural to imagine an x-y-z coordinate system. So how do we determine how to
orient these axes with respect to a rotating molecule? For molecules, the convention is to
define three orthogonal axes as the eigenvectors of the moment of inertia tensor (refer to
Appendix A.0.1); this way, the axes are invariant with respect to rotation of the entire
molecule. The naming convention for these three axes are:
• the a axis is the one that ”skewers” the most (by mass) atoms in the molecule
• the c axis ”skewers” the least atoms in the molecule, and is orthogonal to the a
axis
• the b axis is orthogonal to both the a and c axes
Now we can express the position of each atom as a three-vector with respect to these
axes.
Note that there is no convention for what octant to designate as the first (positive
x, y, and z) octant. The theory in this chapter is independent of such a designation, as
long as it is consistent for position coordinates of all atoms in the molecule.

1.1.2

Quantum Numbers and Selection Rules

Rotational spectroscopy literature primarily uses three quantum numbers J, Ka , and
Kc , especially in braket notation as |J, Ka , Kc ⟩ [1]. J is the total angular momentum
quantum number you may be familiar with from quantum mechanics:

J =L+S
5
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where L is the orbital angular momentum and S is the spin angular momentum. Ka and
Kc are two other quantum numbers which we will later see, in Section 1.1.6, relate to an
asymmetric rigid rotor’s dynamics in the prolate and oblate limits.

1.1.3

Linear Rigid Rotor

For diatomic or linear polyatomic molecules in the ground electronic state, Ia = 0,
Pz = Pa = 0, and Ib = Ic = I. Here I and P denote moments of inertia and planar
moments of inertia, respectively; see Appendix for further background. The Hamiltonian
[1, pp. 72] is
H=

1
P2
(Px2 + Py2 ) =
2I
2I

(1.1)

Since there is only one unique non-zero moment of inertia eigenvalue I, then there is only
one rotational constant
B=

h
8π 2 I

The selection rules [1, pp. 34] are

∆J = ±1,

∆M = 0, ±1

and the frequencies for absorption of radiation in the absence of an external field [1, pp.
127] are
ν = 2B(J + 1)

1.1.4

(1.2)

Symmetric Top Rigid Rotor

There are two types of symmetric top molecules. Prolate symmetric tops satisfy Ia <
Ib = Ic , meaning the a axis is its (elongated) principal axis of symmetry. Oblate symmetric tops satisfy Ia = Ib < Ic , meaning the c axis (its shortest axis) is its principal
6
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axis of symmetry. In general most symmetric top molecules encountered in microwave
spectroscopy are prolate rather than oblate.
We define rotational constants for the symmetric top molecule as
h
8π 2 Ia
h
B= 2
8π Ib
h
C= 2
8π Ic
A=

(1.3)
(1.4)
(1.5)

In microwave spectroscopy, we can think of rotational constants as three numbers we
can use as unique identifying information for a molecule in the rigid rotor approximation. Computational chemistry is powerful enough to calculate theoretical rotational
constants with astounding accuracy, but there are slight differences between theory and
the experimental rotational constants obtained by assigning microwave spectra.
The prolate symmetric top Hamiltonian [1, pp. 176] is
(
)
P2 1 1
1
H=
+
−
Pa 2
2Ib 2 Ia Ib

(1.6)

EJ,K = h[BJ(J + 1) + (A − B)K 2 ]

(1.7)

Its energy eigenvalues are

The oblate symmetric top Hamiltonian [1, pp. 176] is
(
)
1 1
1
P2
−
−
Pa 2
H=
2Ib 2 Ib Ic

7

(1.8)

Rotational Physics of Molecules

Chapter 1

Its energy eigenvalues are

EJ,K = h[BJ(J + 1) − (B − C)K 2 ]

(1.9)

The selection rules of the field-free symmetric rotor molecule [1, pp. 177] are

∆J = 0, ±1,

∆K = 0

and the frequencies for absorption of radiation in the absence of an external field [1, pp.
177] are the same as for the linear rigid rotor (Equation 1.2),

ν = 2B(J + 1)

1.1.5

Asymmetric Top Rigid Rotor

When cold enough, we can treat most molecules as asymmetric top rigid rotors. How
cold is cold enough? In our lab our microwave spectra are taken at around 6 K. This
approximation applies to most small molecules — small meaning under 30 atoms for our
spectra. Our lab is also interested in microwave spectroscopy of molecules in an ion trap,
at even colder temperatures [2].
We define rotational constants for asymmetric top molecules the same as for symmetric top molecules in Equation 1.3. Note that although throughout this thesis we chose
our rotational constants to be in units of MHz, another convention exists of defining
them to be a factor of h larger.
The asymmetric top Hamiltonian [1, pp. 232] is

H = h[APa 2 + BPb 2 + CPc 2 ]
8
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The asymmetric top wave functions can be expressed as linear combinations of symmetric top wave functions. The selection rules for J of the field-free asymmetric rotor
molecule [1, pp. 254] are
∆J = 0, ±1
∆J = −1, ∆J = 0, and ∆J = 1 are respectively called P -branch, Q-branch, and
R-branch transitions.
As for Ka (or identically, K−1 ) and Kc (or K1 ), the selection rules depend on the
components of the electric dipole moment along the principal axes, as in Figure 1.1.
Each transition is due to exactly one component of the electric dipole moment ⃗µ: µa
(a-type transition), µb (b-type transition), or µc (c-type transition).

Figure 1.1: Reproduced from [1, pp. 256]. Asymmetric top selection rules for Ka and
Kc .

1.1.6

Prolate and Oblate Rigid Rotor Limits

We define Ray’s asymmetry parameter κ as

κ = 2BA−−AC− C

9
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The significance of Ray’s asymmetry parameter is that when κ ≈ −1, the asymmetric
top molecule is in the prolate (B = C) symmetric top limiting case; likewise, when κ ≈ 1,
the asymmetric top molecule is in the oblate (A = B) symmetric top limiting case. The
quantum numbers are denoted Ka for the prolate case and Kc for the oblate case.

Figure 1.2: The dependence of the energy levels of the asymmetric top rigid rotor on
Ray’s asymmetry parameter. Note that the straight lines are an approximation, and that
there is no crossing of energy sublevels with the same J (although sublevels with different
J may cross) [1, pp. 230].
We can therefore rewrite the asymmetric top Hamiltonian in terms of κ instead of B
[1, pp. 233] as
H=

h
h
(A + C)P 2 + (A − C)Hκ
2
2

(1.12)

H = Pa 2 + κPb 2 − Pc 2

(1.13)

where

The total rotational energy of a level [1, pp. 235] is

E=

h
h
(A + C)J(J + 1) + (A − C)EJτ (κ)
2
2

(1.14)

where τ = Ka − Kc , and EJτ (κ) are the energy levels in Figure 1.2 which are the
10
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eigenvalues of the energy matrix of H(κ).

1.1.7

Centrifugal Distortion

Small deviations from rigid rotor behavior, such as due to rotation-vibration interaction,
rotation-electronic interaction, and/or stray fields, can be approximated using perturbation theory [1, pp. 73]. After assignment of rotational constants to a microwave spectrum,
additional constants can be fit (such as centrifugal distortion constants) to minimize the
RMS error of the fit. Therefore, if in addition to the ground vibrational state, the first
or first two excited vibrational states are observed in an experimental spectrum, more
accurate rotational constants can be obtained, accounting for the effects of vibrational
motion [1, pp. 76].

1.2 Kraitchman’s Equations
Say that we have the rotational constants ABC of a molecule of mass M , as well as the
rotational constants ABC′ of a singly-substituted isotopologue of that molecule where
we know that the difference between the atom’s substituted mass and its parent species
mass is δm. Throughout this chapter, we will denote singly-substituted quantities with
a prime.
Kraitchman’s equations [3] (refer to [4] for their derivation) can be used to estimate
the position of the substituted atom in the principal axis system, i.e. the substitution
coordinates, up to a sign.
We define the reduced mass for the substitution as

µ=

M ∆m
M + ∆m

11
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and
µ′ =

M ′ ∆m′
M ′ + ∆m′

Then the absolute value of the substitution coordinate in the parent species principal
axes system is

[

1 (Px′ − Px )(Py′ − Px )(Pz′ − Px )
|x| =
µ
(Py − Px )(Pz − Px )

]1/2

where Px , Py and Pz are the planar moments of inertia as defined in Equation A.1. |y|
and |z| are as above, by cyclical permutation of x, y, and z.
Likewise, the absolute value of the substitution coordinate in the substituted species
principal axes system |x′ |, and |y ′ | and |z ′ | by cyclical permutation, is
[

1 (Px − Px′ )(Py − Px′ )(Pz − Px′ )
|x′ | =
µ′
(Py′ − Px′ )(Pz′ − Px′ )

1.2.1

]1/2

Costain’s Rule

Costain’s rule [5] approximates the coordinate error from Kraitchman’s equations as
δ(Px′ − Px )
δ(P ′ − Px )
δx ≈ √ x
=
2µx
2 µ(Px′ − Px )
where (Px′ − Px ) is the difference between a parent’s and one of its singly-substituted
isotopolog’s planar moment of inertia.

1.2.2

Imaginary coordinates

When an atom position is too close to an inertial axis, the Kraitchman’s coordinates can
be imaginary. The naive method of dealing with this is to set all imaginary coordinates to
zero. This is problematic considering experimental uncertainties in rotational constants.
12
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Figure 2.1: Reproduced from [6]. The electromagnetic spectrum has different ranges,
each suited for different types of spectroscopy. Specific ranges are in this chart from
NASA.
At microwave wavelengths, on an atomic scale, the relevant energies are rotational
energies. At this energy, vibrational and optical degrees of freedom are mostly frozen
out, so the transitions in our microwave spectra are almost entirely rotational transitions
— this is called pure rotational spectroscopy. However, in practice, we see vibrationally
excited states in our spectra — this is called rovibrational spectroscopy.

13
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2.1 CP-FTMW Spectrometer of the Patterson Group
In the earliest days of microwave spectroscopy, before broadband, taking spectra required
a human to do so line by line. For decades now, microwave spectra are taken broadband
averaged in the time domain, and then a Fourier transform is applied so that the final
spectrum is in the frequency domain. Our lab’s spectrometer is a chirped-pulse Fourier
transform microwave (CP-FTMW) spectrometer. We are continuously tinkering with it,
which at one point looked like in Figure 2.2.
Two main differences between our microwave spectrometer and other CP-FTMW
microwave spectrometers are that we utilize buffer gas cooling and sample injection using
high-performance liquid chromatography (HPLC) equipment. Our helium buffer gas cell
temperature is around 6 K — when cold, our molecules are in fewer and lower energy
rotational states, far less likely to be vibrationally excited, and behave as rigid rotors. We
use HPLC equipment for slow sample consumption rate (on the order of 4µL/min) and
steady sample injection, enabling nonstop signal averaging, as longer signal averaging
time equals higher signal to noise. Thanks to this modification, it takes us around only
2-4 hours to take a spectrum.
For more detail on the design of our microwave spectrometer utilizing a buffer gas
cell, refer to a review of our instrument [7].

2.1.1

How We Take Spectra

Our present Standard Operating Procedure for taking spectra is linked here. It covers
operation of electronics, warm up and cool down procedure, sample preparation and
injection, and updating the static lab log.

14
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Figure 2.2: A photo of our spectrometer taken in 2018, with the parts labelled. The
inside of the cell is superimposed. Chemical samples are slowly injected, heated to
become vapor, are cooled by the helium buffer gas and enter the cell, are excited by
microwave pulses, and are subsequently deexcited; the frequencies and intensities of the
deexcitations are what make up the spectrum. These microwave pulses which we program
are from our rack of microwave electronics, connected from outside the photo to the many
gray tubes in the photo.

15
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We have quite a bit more code involved in post-processing of the raw data from our
spectrometer:
• monitoring various temperature and pressure conditions
• stitching together all the different parts of the spectrum, from the waveform generator stepping through frequencies
• take a Fourier transform so the spectrum is in the frequency, rather than the time,
domain
• calibrate the intensities to compensate for signal drop off at the edges of our broadband microwave range
• peak detection above the noise floor, to obtain the center frequency and peak
intensity for each peak in the spectrum
• sort peaks from highest to lowest intensity
For RAARR to successfully assign our spectra, we did not need to modify our spectrometer from its typical operation. One modification we did make in 2019, is to extend
our microwave broadband range upper limit from 19.5 GHz to 26 GHz — a main motivation for this upgrade was that there would be more patterns that RAARR might find
within the range of the spectrum.

2.2 Interpreting Spectra
In this thesis, we primarily discuss our own experimental spectra because we have too
few spectra from collaborators’ spectrometers to draw conclusions from a dataset with
say, one spectrum per spectrometer, as each spectrometer has different frequency ranges,
limitations, etc. However, RAARR can assign spectra from other spectrometers, as
16
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evidenced by our assignment of a carvone spectrum from Professor Melanie Schnell’s
group in Hamburg [8]; rotational constants in Table 2.1.
Unless otherwise indicated, in this thesis, we also imply any use of the word “assign” to
refer to context-free assignment, meaning that RAARR is given nothing but the spectrum
to analyze. Note this is in contrast to the rest of microwave spectroscopy literature, in
which assignment generally refers to assigning experimental spectra having predicted the
rotational constants using computational chemistry software. The third chapter will dive
into the specifics of RAARR’s algorithm. For this chapter, we can treat RAARR as a
black box which spits out any rotational constants it can find given a spectrum.
We refer to molecular species as being molecules distinguishable by their unique set
of three rotational constants. Equivalently, spectral lines are, in theory, unambiguously
attributable to a single species.
Fourier transform microwave spectra have frequencies on the x-axis and intensities
on the y-axis (often in arbitrary units, as it is the relative intensities of peaks that is of
interest). Assigning rotational quantum numbers to the upper and lower state of each
rotational transition in the spectrum is necessary to extract information on the molecule
from the spectrum. Figure 2.3 shows how a line in our spectrum relates to the rotational
physics of the molecule.
Chapter 3 discusses our work on this assignment problem, but here we will treat
RAARR as a black box that can perform assignment with a button click, which is what
it does from a user’s perspective. RAARR can even assign complex mixtures, which
is much more challenging than assigning highly pure chemical samples because there
is no way to tell, prior to assignment, which lines in a spectrum are from the same
species. Despite this, RAARR has succeeded in being the first to algorithmically perform
context-free assignment of multiple mixture components in experimental spectra. We
are far closer than we were two years ago to perfecting a chemical mixture component
17
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analyzer. Perhaps the best example is RAARR’s ability to assign rotational constants
for components of essential oils (which are quite affordable and non-hazardous): the fun
flavors of eucalyptus, lavender, lemon, oregano, sage, teatree, and peppermint oils.
Figure 2.4 is an example of one our spectra at three levels of magnification. We can
generally assume all of our experimental spectra are mixtures, even for chemical samples
consisting of a single molecular compound, due to other species with different rotational
constants present, typically as distinct, less intense lines in the same spectrum. For some
chemical samples it is convenient to analyze as a solution; when analyzing the solute, if
the solvent is polar, we can therefore expect to also see spectral lines from the solvent.

Figure 2.3: We can approximate most molecules in our spectra as rigid rotors, and
therefore describe their physics using three rotational constants. In turn, each rotational
state of the spectrum is labelled by three rotational quantum numbers, J, Ka , and Kc ,
as introduced in Chapter 1. Each line in our spectrum is a transition frequency between
two energy states of the molecule, and the intensity of the line is proportional to the
population of molecules undergoing that transition, and their electric dipole moment
component corresponding to that transition.
After assigning rotational constants to a species in an experimental spectrum, we
can then generate a theoretical spectrum from those rotational constants, and com18
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Figure 2.4: Top: one of our spectra of the molecule 1,2-propanediol, taken back when
our spectrometer’s broadband range was roughly 13 to 18 GHz. Middle: and Bottom:
the spectrum magnified to see the linewidths and noise threshold.
pare against a theoretical spectrum. As an example of an experimental and theoretical
spectrum back-to-back, Figure 2.5 is our ethylguaiacol spectrum, which was previously
unassigned before it was assigned by RAARR.
The next three subsections show examples of multiple species in our experimental
spectra: different conformers, isotopologues, and contaminants.

19
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Figure 2.5: Top: our experimental spectrum of the molecule ethylguaiacol, back-to-back
with a theoretical spectrum from the rotational constants found by RAARR. Middle:
and Bottom: the top subfigure magnified to see the linewidths and noise threshold.

20
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Conformers

For the purposes of this work, we just need to regard conformers as separate species albeit
being the same molecule, just bent differently. Between conformers, atoms and bonds
between atoms are the same, but the bond angles and therefore the rotational constants
are different. Figure 2.6 shows two different conformers in our assigned spectrum of the
molecule sabinene.

2.2.2

Isotopologues

Rotational constants are different between isotopologues of the same molecule because at
least one atom of differs in isotope. In this work we stick to discussing carbon, for which
the carbon-13 isotope occurs in around 1% natural abundance, because it is the most
important isotopologue in the context of molecular structure determination given that
carbon forms the backbone of many molecules of interest. However, our discussion of
isotopologues is also generalizable to that for other isotopes, particularly for other atoms
essential to life: nitrogen-15 (around 0.4% natural abundance) and oxygen-18 (around
0.2% natural abundance). Hydrogen-2, also called deuterium, is present in a natural
abundance of around 0.02%, but for our purposes we ignore it because 1) hydrogen-2 is
about twice the mass of hydrogen-1 so the bond length changes significantly with isotopic
substitution, and 2) in any case we are aiming to obtain positions of all non-hydrogen
atoms and then fill in hydrogens where chemistry predicts they likely belong. Figure
2.7 shows that in several of our spectra, peaks due to singly-substituted and doublysubstituted isotopologues are visible.

21
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Figure 2.6: Our spectrum of sabinene. We assigned two conformers (blue and teal) and
one contaminant (pink), which we were able to identify as betapinene because RAARR
has also assigned our betapinene spectrum.

2.2.3

Contaminants

We call any species not expected in our spectra a contaminant. By definition, finding
unexpected contaminants in spectra is a task accomplishable by context-free assignment;
suspected contaminants, but not unexpected contaminants, can be found if their rotational constants are known. If we let RAARR search for enough time, it is not uncommon
for us to assign rotational constants due to remnants of chemical samples in our spectrometer from recently taken spectra.
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Figure 2.7: Magnification of one of our 1,2-propanediol spectra. Three arrows point to the
same line in conformer 3, for the parent, singly-substituted (1% of the parent intensity),
and doubly-substituted (0.01% of the parent intensity) carbon-13 isotopologue species.

2.2.4

Limitations on FTMW Spectroscopy

We can take microwave spectra of molecules satisfying the criteria below:
• have a nonzero electric dipole moment, which is most molecules in existence
• a solid (powder), liquid, or gas that would not clog up our microwave spectrometer’s
sample injection lines
• vapor pressure ranging to as low as 18 mTorr
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• boiling point ranging up to as high as 350◦ C
• stable enough to survive a helium collision — which is a low bar
Quite a few molecules of interest, including many organic molecules, fit the bill. We
avoid hazardous compounds. To gain useful information from the spectrum, we need to
have the capability to analyze it. The complexity of a spectrum is due to:
• the size of each molecule. The more atoms in the molecule, the smaller rotational
constants, the smaller spacing between lines in the spectrum, and the more lines
within the spectral range and the more overlapping lines.
• the rigidity of each molecule. If a molecule distorts while rotating, our approximation of the molecule as a rigid rotor is no longer applicable. This means that
we need more than three numbers to approximate the rotational physics of the
molecule — in addition to the three rotational constants, we also require centrifugal distortion constants. Thankfully, most molecules are rigid enough at 6 Kelvin,
the temperature of our buffer gas cell.
• the magnitudes of the electric dipole moment components µa , µb , µc of each molecule.
The greater the electric dipole moment component, the higher intensity of spectral
lines due to that dipole moment component. We therefore can distinguish between
species that are predominantly a-type (meaning µa >> µb and µa >> µc , so that
the highest intensity spectral lines are a-type transitions), predominantly b-type,
predominantly c-type, species for which the highest intensity spectral lines could
be a-type and b-type (µa ≈ µb , and all the other possibilities.
• the number of chemical species in the spectrum. We distinguish between species,
as defined in this thesis, by their unique rotational constant assignment. Exper24
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imental spectra are never truly single-species due to the presence of conformers,
isotopologues, and contaminants.
We discuss limitations of RAARR’s capabilities in Section 3.6, after the details of RAARR’s
implementation.

2.3 Software Tooling
This section discusses in brief software tools we mention in, or otherwise found useful
for, this work.

2.3.1

For Data Storage and Synchronization

Dropbox
Our lab uses Dropbox for the storage of almost all of our data, including our spectra,
syncing across computers both in the lab and researchers’ personal devices. Most of
our code is also shared on our Dropbox, observing best practices of utilizing version
control software to both back it up and allow transparent and noncontentious concurrent
codebase revision.
Git
We use GitHub for version control of our codebase. Through GitHub, we also maintain
stable open-source releases of code discussed in this thesis. A tutorial intended for firsttime users of Github, customized to focus on features members of our lab would especially
benefit from, is available at https://github.com/the-legend-of-lia/lia-made-a-repo.
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Google Drive and Overleaf

Our lab logs, progress reports, and other documents are stored on Google Drive and
Overleaf. For the most part Google Docs is used to track day to day progress, while
Overleaf is used for more organized writeups further along to being presented outside of
our lab.
Email and Slack
Our lab group communicates primarily at weekly group meetings, and via email and
Slack.

2.3.3

For Viewing, Simulating, and Assigning Spectra

Matlab
Most of our lab’s code base is written in the programming language Matlab. This gives us
the capability to customize the pulse sequences utilized to take our microwave spectra,
as well as visualize our spectra in real time as we are taking them. Furthermore, we
have many scripts which stitch together, process, and analyze our spectra; among them
is automatic exportation of our spectra in .csv file format, ready to be input into other
applications.
Pgopher
Pgopher [9] is a freely available software for simulating, visualizing, and fitting spectra.
For those new to spectroscopy, our minimalist modification to the Pgopher guide, on
simulating a rotational spectrum with centrifugal distortion and overlaying an experimental spectrum, is here. A similar free software is SpecView from Terry Miller’s group
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at Ohio State University, in beta-test release online.
Pickett’s SPFIT and SPCAT Software Suite
SPFIT and SPCAT [10], freely available from https://spec.jpl.nasa.gov/, are software suites for fitting and predicting spectra. In RAARR, we use SPFIT to assign rotational constants from our line assignment guesses, and we use SPCAT to simulate spectra
from our rotational constants guesses to compare against the experimental spectrum.

2.3.4

For Visualizing and Editing Molecular Structure

Avogadro
Avogadro (at https://avogadro.cc) is a free molecule editor and visualizer [11]. Among
many things, it can be used to convert a SMILES (Simplified molecular-input line-entry
system) string into chemical xyz file format. This was used to generate molecular structure for the purposes of gaining intuition from playing around with a realistic molecular
structure, and testing code to estimate molecular structure from rotational constants we
wrote. SMILES strings for most molecules can be found on online chemistry databases.
Some chemistry databases use InChI (International Chemical Identifier) strings; there
are multitudes of free online tools to convert between SMILES, InChi, and various other
formats.
Chemical XYZ file format
While not a software package, the Chemical XYZ format is helpful to describe because
it is a standardized format for encoding molecular structure in a text file. It is used by
many chemistry software packages, including PAPRCA. It is as barebones as possible:
• line 1 is the number of atoms in the molecule
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• line 2 is any comment you would like to write
• remaining lines are 4 columns: leftmost is a 1-3 letter string representing an atom,
and the other 3 columns are the signed x, y, and z coordinates of that atom
An XYZ text file need not be in center of mass coordinates, as long as all atom positions
are correct relative to each other. Upon import of an XYZ text file into MATLAB,
PAPRCA code can correct to the center of mass, principal axes coordinate system.
Note that the minimalistic chemical XYZ format contains zero information about
chemical bonds — this is sufficient for our purposes because pure rotational spectroscopy
does not give insight into chemical bonds.

2.4 All RAARR’s Context-Free Assignments
Table 2.1 shows rotational constants RAARR has performed context-free assignment of.
Figure 2.8 is a graphic of the molecules RAARR has assigned context-free.
Molecule

Our assignments

α-pinene

1936.6, 1228.6, 1127.0

α-terpineol

Any notes

2329.3, 619.0, 560.4
2329.1, 620.8, 562.4

Benzaldehyde

5234.4, 1564.3, 1204.7
5229.6, 1564.5, 1205.4

Benzyl-α–D1 alcohol

4679.2, 1443.0, 1169.2
4667.7, 1452.1, 1163.6

β-pinene
Cinnamaldehyde

1901.9, 1293.7, 1150.8
4866.4, 579.1, 517.8‡

‡

Also in cinnamyl alcohol

4494.3, 626.1, 550.0†

†

Found since paper
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1640.6, 802.5, 567.8‡

‡

Also in guaiacol

3058.0, 717.0, 679.3
3054.1, 742.2, 646.7†
3040.8, 745.7, 643.8

†

Found since paper

†

Found since paper

†

3058.0, 717.1, 679.3
3053.9, 742.2, 646.7
3040.8, 745.7, 643.8
1666.4, 962.4, 836.9
1589.4, 971.92, 827.7

Myrtenol

1701.6, 871.7, 802.2
1701.8, 871.7, 802.2

Menthone

1953.7, 694.5, 586.6
2022.0, 693.5, 562.1
1939.9, 1087.9, 700.3

m-anisaldehyde

2528.1, 894.1, 663.5
2619.3, 880.9, 662.2
3475.8, 773.5, 635.5†

Nopinone
p-anisaldehyde

1923.3, 1297.6, 1164.0
4661.9, 698.4, 610.1
4160.7, 717.8, 614.9

Phlorol

1906.0, 463.1, 443.2
1881.6, 457.5, 438.7

α-isomethyl ionone

909.6, 373.2, 350.6

Angelica lactone

6041.3, 2240.2, 1668.3
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2237.2, 656.3, 579.6 [8]

Melanie Schnell’s spectrometer

4302.3, 562.3, 513.8
‡

4866.3, 579.1, 517.8‡

Also in cinnamaldehyde

2750.5, 1230.8, 1076.7
Dioxolane

2870.6, 1201.5, 1125.5
2881.1, 1223.2, 1137.6
Not eucalyptol [12], α-pinene,

Eucalyptus oil

1447.1, 1183.4, 1097.1

α-terpineol, β-pinene,
limonene, or sabinene

Guaiacol

1640.6, 802.5, 567.8‡

Heptaldehyde

7843.6, 572.4, 544.7

Hexanal

9735.6, 868.9, 818.5

Lavender oil

2373.3, 896.9, 720.4

Linalool oxide

1512.2, 676.6, 618.7

Oregano oil

2056.3, 739.2, 591.5∗

(Thymol [13])

2048.9, 739.3, 590.3[13]

Peppermint oil
(Menthone [14])
Phellandrene
Sabinene

‡

Also in ethylguaiacol

Don’t know the species

∗

Not in [13]; seemingly thymol

1953.5, 694.5, 586.6 [14]
2022.0, 693.5, 562.1 [14]

3 conformers of menthone

2109.5, 681.1, 598.1 [14]
3065.1, 743.0, 672.3
2457.9, 898.8, 874.2
2570.8, 925.8, 795.3

Sage oil

1648.9, 682.5, 618.7

(Linalool [15])

Not a-pinene, camphene [16],
β-pinene, or eucalyptol [12]
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2236.4, 674.8, 647.3 [17]

(4-carvomenthenol [17])
Table 2.1: Lists all assignments by any RAARR variant of our experimental spectra. Up
to phlorol in the table, the molecules are in the paper, but some species were found since
the paper. After phlorol, the molecules were not assigned when the paper was written.
We consulted the literature to see whether the rows of the table phlorol onwards have
been previously assigned, and to figure out what RAARR assigned from essential oils.

Figure 2.8: The molecules RAARR has automatically assigned given nothing but a spectrum. Molecules in purple text are previously unassigned in the literature, and are our
best guess as to the identity of what RAARR found given that we have not performed
ab initio estimations of the rotational constants. While this represents a broad range of
Ray’s asymmetry parameters, it would be interesting to examine how this distribution
of molecules compares to that in microwave spectra.

31

Chapter 3
Robust Automated Assignment of
Rigid Rotors (RAARR)
3.0.1

The microwave spectral line assignment problem

Our plan to determine chemical composition of a mixture of unknown molecules injected
into our microwave spectrometer is:
1. take a microwave spectrum
2. from which we find sets of rotational constants
3. from which we predict as much as we can about the molecular structures
This chapter is about Step 2, the microwave spectral line assignment problem.
The problem statement we started with was: Given a microwave spectrum of a molecular species, what are the rotational constants of the molecule?
The most widely used method employed to perform this task relies on experts in the
field who visually examine the spectrum and infer what the rotational constants are,
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usually having performed ab initio estimation of rotational constants utilizing computational chemistry software. The development of software tools has made this process
more efficient — the state of the art has progressed a long way from the earliest days
of microwave spectroscopy, when spectra were taken one line at a time. For a short
summary of related work, refer to the RAARR paper [18].
We have made a lot of advancements towards solving this problem in recent years.
As we have had successes in tackling increasingly complex cases, this problem statement
has evolved to: Given only a microwave spectrum of multiple molecular species, what
are the rotational constants for each species (conformers, isotopologues, contaminants)?

3.1 The RAARR Algorithm
This thesis details our progress since the RAARR paper and its supplementary material;
both links are to pdfs of the published copy. Although this section summarizes the
RAARR paper and its premise, we recommend reading the RAARR paper before reading
the remainder of this chapter.
We tested our algorithm on thousands of fake spectra we generated with some noise
added, with an over 99% success rate. Our first successes on experimental spectra were
assigning single-species spectra, meaning that we chose samples where conformers, isotopologs, and contaminants were in low abundance. We (the programmers) knew the
correct rotational constants, but the algorithm did not. The algorithm then assigned
spectra for which we did not know the rotational constants of. We call this property
of the algorithm requiring no information about the molecular species other than the
spectrum itself context-free. The algorithm is also fully automatic, allowing any user to
execute the algorithm, no expertise or user input/interaction other than providing the
spectrum file required.
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After succeeding in assigning multiple conformers of the same molecule in the same
spectrum, we even had success assigning different molecules in the same spectrum, discussed in Section 3.5. The difficulty of the problem increases the more complex the
mixture, because prior to assignment it cannot be determined which lines in a spectrum
belong to the same molecular species. By the time of submission of our paper on our
algorithm, Robust Automated Assignment of Rigid Rotors (RAARR), we had succeeded
in assigning 15 FTMW spectra taken from our spectrometer, 5 of which were previously
unassigned species.
The main subroutine of the RAARR algorithm essentially searches the lines of the
spectrum for patterns arising from the molecules’ rotational physics; this search portion of
the RAARR algorithm has runtime scaling exponentially with the number of lines in the
spectrum, which we believe could take years to naively brute force possible assignments.
If we find the start of a pattern, we can predict more line(s) in the pattern; the more
lines we find in the same pattern, the lower the probability is that this pattern was
due to coincidence rather than truly being what we’re looking for. When we have high
confidence we have found a set of lines matching a pattern we are searching for, we assign
quantum numbers to each line in the pattern, and input the assignments to the SPFIT
package [10] which outputs sets of rotational constants. We can presume we’ve found a
correct set of rotational constants iff they are reasonable and SPFIT converged with low
RMS error. Upon finding a set of rotational constants, we can use the SPCAT package
[10] to generate the theoretical spectrum from the rotational constants for comparison
against the experimental spectrum, and start looking for more sets of rotational constants
having narrowed our search space from “subtracting” the theoretical spectrum’s lines.
The paper describes the “scaffold” and “bowties” variants of the RAARR algorithm;
this thesis describes the “a-types” and “b-types” variants in Section 3.3. The differences
between the variants are in their approaches to searching for the patterns, the main
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subroutine. The “scaffold” and “bowties” variants search for a pattern containing both
a- and b-type R-branch transitions. The “a-types” and “b-types” variants search for
patterns containing solely a-type and solely b-type R-branch transitions, respectively.
Essentially, the “scaffold” and “bowties” variants can assign molecules for which µa is
within a factor of µb (by default around 10). For molecules where µa ≫ µb , the “a-types”
variant is far more effective because the b-type transitions would be dwarfed in intensity
by the a-type transitions. The a-types variant can succeed on almost all of the cases the
“scaffold” and “bowties” variants can, albeit taking far longer and sometimes requiring
more values of J in the range of the spectrum; on top of that, it can additionally assign
predominantly a-type species. The b-types variant is a work in-progress, as there are
several reasons its implementation is more challenging than the a-types variant.
There are still many spectra our algorithm has not yet succeeded in automatically
assigning. Known limitations and future avenues of exploration regarding this problem
are discussed in Section 3.6.

3.2 Patterns in Rotational Spectra
3.2.1

The Cooke and Ohring guide

A helpful place to start in gaining intuition about patterns in rotational spectra is this
guide by Cooke and Ohring [19].

3.2.2

Review: what are series 1, 2, 3, and 4

We have also looked into an a-c scaffold algorithm and concluded its prospects are dimmer
due to the possibility that there may not be enough a-c scaffolds in the spectral range to
find a sufficiently constrained pattern. The writeup for that is online here.
35

Robust Automated Assignment of Rigid Rotors (RAARR)

D

C

>

0,10

>

|10

|101,10>

0,10

>

|9

0,9

1,9

6

17067.1

17057.4

41

8.

1

17067.1

7.

8
6.

8
6.

04
17

04
17

>

|9

>

|10

0,10

f 3=

f2= 17067.1

07

|10

17

A

Chapter 3

15

f1= 15397.9

4

f=

|9

>

|9

0,9

>

|9

0,9

|8

B

|8

7

.
69
37

15397.9

15397.9

>
1,8

>

|8

1

>
0,7

|7

|7

12

>

>

|7

>

|7

0,7

0,7

3
8.

12068.7

0,6

>

1,7

12068.7

12068.7

13

|6

|6

>

>

0,6

0,6

41

15380.0

|8

13
66
1.
9

13731.6

13731.6

13700.0

>

0,8

0,8

15

8

9.

f1+ f2− f3 − f4 = 0

8.

1

35

0,8

|6

>

1,9

15

>

|8

11

>

1,8

.7

7
13

69

13700.0

>

|7

1,7

94

6
1
12

38

.3

12015.7

|6

>

1,6

Figure 3.1: Figure reprinted from RAARR paper [18]. D: The blue series |J0,J ⟩ →
|J + 10,J+1 ⟩ is series 1. The black series |J1,J ⟩ → |J + 11,J+1 ⟩ is series 4. The red series
|J0,J ⟩ → |J + 11,J+1 ⟩ is series 2. The purple series |J1,J ⟩ → |J + 10,J+1 ⟩ is series 3. 1
and 4 are a-type; 2 and 3 are b-type. In this figure, k0 , the minimum Ka found in the
scaffold, equals zero; for the series transitions’ upper and lower state Kc for general k0 ,
refer to Table 3.1.

3.3 a-type Series Algorithm
3.3.1

Statement of the problem

a-type series are almost exactly regularly spaced, and their deviation from being exactly
linearly spaced is highly constrained. We exploit this by building a computationally fast
tool which searches for two lists of frequencies and decides if they are a plausible a-type
series, assigning rotational constants if so.
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Table 3.1: A scaffold is comprised of 4 series: 2 of a-type transitions, and 2 of b-type
transitions. In Figure 3.1, we represent a-type series with vertical blue or black lines and
b-type series with diagonal red or purple lines.
Series
a-type
b-type
b-type
a-type

3.3.2

Color
Blue
Red
Purple
Black

Upper state Kc
J − k0
J − k0
J − k0 + 1
J − k0 + 1

Lower state Kc
J − k0
J − k0 + 1
J − k0
J − k0 + 1

a-type series are highly constrained

For any rigid rotor molecule with nonzero µa , the frequencies of the two lowest Ka a-type
series are given surprisingly accurately by

1
F0,J
≡ |J0,J ⟩ → |J + 10,J+1 ⟩ ≈ k1 (J + 1) + k2 f1 ((J + 1)/k3 )

(3.1)

4
F1J
≡ |J1,J ⟩ → |J + 11,J+1 ⟩ ≈ k1 (J + 1) + k2 f4 ((J + 1)/k3 )

(3.2)

where both f1 and f4 are fixed functions. The superscripts 1 and 4 are a reminder
that these frequencies are of series 1 and 4, respectively, in Figure 3.1.
4
1
is defined only for J ≥ 1. This means that
Note F0,J
is defined for J ≥ 0, but F1,J

f1 (x) only makes meaningful sense for x > 1/k3 and f4 (x) only makes meaningful sense
4
for x > 2/k3 . We can extrapolate to F1,J
to J = 0 if we wish.

Note that by specifying just three numbers, k1 , k2 , and k3 , we can more or less
1
4
accurately predict F0,J
and F1,J
for any J. The system is thus highly overconstrained —

exactly what we want for finding patterns in complex data.
There’s further constraints: By extrapolation, we find f1 (0) = 0 and f4 (0) = 0, and
both functions approach the same constant value in the limit of large x; we can absorb the
overall factor into k2 and define that f1 (∞) = 1 and f4 (∞) = 1. We find experimentally
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that f4 increases strictly monotonically, and can thus define f4′ (0) = 1; any scaling would
work but this makes analysis easier.

3.3.3

Calculating f1 and f4

For a given A, B, and C, f1 and f4 can be found which satisfy Equations 3.1 and 3.2
exactly. This is sufficient information to design the following subroutine to guess assignments for a-type series lines with high confidence:
1
4
1. Calculate F0,J
and F1,J
for all J.
4
4
for some high J. The choice of high J, or equivalently,
− F1,J−1
2. Calculate k1 = F1,J

higher frequency lines in the spectrum, ensures that we are in the f4 (∞) = 1
limit. We do a little better by taking the mean of values for each series: k1 =
1
4
(F1,J
2

4
1
1
− F1,J−1
+ F0,J
− F0,J−1
)

3. We know f4′ (0) = 1. So we have
4
F11
= k1 + k2

or
4
k2 = F11
− k1

4. We can now set k3 = 1 temporarily, and tabulate f4 via
f4 (J − 1) =
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Figure 3.2: The remarkable predictability of a-type transitions, from a generated spectrum for rotational constants A = 7000 MHz, B = 1650 MHz, and C = 1450 MHz. Top:
the raw frequencies for a series. Middle: the frequencies with k1 (J + 1) subtracted off.
There is no prior reason to believe that 1) these would go to constant value 2) these
would go to the same constant value and 3) that both would go to zero at zero. Square
points indicate exact frequencies. Solid lines indicate interpolated values. Lines to the
left of the left-most squares are non-physical. Bottom: the numerically calculated values
for f1 (x) and f4 (x). We claim that these frequencies for all asymmetric tops are well
approximated by these functions. The analytic form is unknown.

3.3.4

Numerical values for f1 (x) and f4 (x)

Figure 3.2C shows the values of f1 (x) and f4 (x), calculated as described above. These
values do depend, very slightly, on the choice of A,B, and C. The function makeftables.m()
calculates them and saves them in the file ftablefile.mat. These values are then used by
feval.m() to calculate frequencies.
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Figure 3.3: The remarkable repeatability of f1 and f4 , plotted as in Figure 3.2, but for
many sets of rotational constants for which we generated spectra; many copies of each
are shown on top of each other. Top: the series frequencies with increasing J appears
linear to zeroth order. Middle: the frequencies with k1 (J + 1) subtracted off, yielding the
higher order nonlinear terms. Bottom: the numerically calculated values for f1 (x) and
f4 (x), plotted on top of each other for each of the dozens of sets of rotational constants.
Note that this is the middle plot, but scaled horizontally by k3 and vertically by k2 ,
yielding repeatable patterns for many different sets of rotational constants. Low J lines
of oblate tops are less perfect in terms of repeatability.

3.3.5

Relationship between [k1 , k2 , k3 ] and [A, B, C]

We can immediately see that

k1 = 2C
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Plugging in J = 0 to

1
F0J
≡ |J0,J ⟩ → |J0,J ⟩ ≈ k1 (J + 1) + k2 f1 ((J + 1)/k3 )

gives
B + C = |00,0 ⟩ → |10,1 ⟩ ≈ k1 + k2 f1 (1/k3 )
But in almost all cases k3 is substantially greater than 1. The slope of f1 (x) near zero
— that is, f1′ (0) — is about 1.925. This means f1 (1/k3 ) ≈ 1.925/k3

B + C ≈ 2C + 1.925k2 /k3
or
B−C
≈ k2 /k3
1.925
Similar analysis of the |11,1 ⟩ → |21,2 ⟩ line gives
B−C
≈ k2 /k3
2
which is actually pretty close.
1
− k1 (J + 1) ≈ k2 .
Finally, any high-J line gives us k2 , via: F0,J

3.3.6

Fitting

We can then use the form described by Equations 3.1 and 3.2, and the equations in the
previous subsection, to get a fast, good fit. The procedure is to search for several medium
quality series, and then try to fit them to this form; if they fit, send them to SPFIT.
Ideally we could have as few as 3 lines in each series, but to have a manageable number
of false positives, we typically want at least 5 lines per series for more cluttered spectra.
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Exploring this, it seems the fit allows us to vary k3 slightly between series 1 and series
4. With this modification, we can get all residuals less than 1 MHz.
For guessing J of the series lines to input into SPFIT, we can employ a trick described
in the RAARR paper, also used in the scaffold and bowties variants: J ≈ Jguess =
ν1 /(ν2 − ν1 ), where ν1 is the frequency of the lowest a-type transition in a series, and ν2
is the frequency of the second lowest a-type transition. We have found this method to
4
1
be more robust for the F1,J
series than for F0,J
.

3.4 b-type Series Algorithm
3.4.1

Statement of the problem

Like the a-type R-branch series in the previous section, b-type R-branch series are quite
regularly spaced; in fact, almost all of what we concluded about those a-type series applies
to the corresponding b-type series. We wish to exploit this to build a computationally
fast tool which takes two lists of frequencies and decides if they are two plausible b-type
series in the same scaffold.

3.4.2

b-type series constraints

From generating hundreds of fake rotational spectra, we find that the frequencies of the
two b-type series in Figure 3.1 are given by

2
F0,J
≡ |J0,J ⟩ → |J + 11,J+1 ⟩ ≈ k1 + k2 ∗ J + k3 ∗ f2 (J/k4 )

(3.3)

3
≡ |J1,J ⟩ → |J + 10,J+1 ⟩ ≈ k1 + k2 ∗ J + k3 ∗ f3 (J/k4 )
F1,J

(3.4)
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where both f2 and f3 are fixed functions. We refer to f2 as “the sigmoid” interchangeably
throughout this text due to its appearance. k1 , k2 , k3 , and k4 are constants that are
explicit functions of A, B, and C.

3.4.3

Relation between k1 , k2 , k3 k4 and A, B, C

k1 is the offset term and the only term independent of J; the approximation is below,
and the numerical form is plotted in the next subsection. k2 is the slope at J = 0 and in
the limit of large J.

k1 ≈ 3A + C − k3

k2 = 2C

(3.5)

Due to this problem being more challenging for b-types than a-types, we investigated
further for b-types and found a one-to-one relation between the two fixed functions’
scaling (both horizontal and vertical), and Ray’s asymmetry parameter K =

2B−A−C
.
A−C

We refer to these one-to-one fixed functions as fx and fy :
k3 = (B − C) ∗ fy (K)

k4 = fx (K)

(3.6)

Note that this is a highly constrained form: It means that by specifying just three
2
numbers, A, B, and C, we can more or less accurately predict F0,J
for any J, as well as
3
albeit less accurately the lower J is. Compared to fake generated spectra,
predict F1,J

this model is typically in the worst case 20 MHz off for low J, and typically within 0.01
MHz for high J. The system is thus tightly constrained.
We claim that this form fits the series 2 b-type series very well, and fits the series 3
b-type series fairly well.
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Determining, plotting, and evaluating fx , fy , f2 , and f3

For a given A, B, and C, fx , fy , f2 , and f3 can be found which satisfy equations 3.3 and
3.4. We can find them as follows.
Do the following for many sets (we did it for 125) of A, B, and C:
2
3
1. Calculate F0,J
and F1,J
for all J

2. Calculate k2 = 2C
2
3. Calculate tightness2 = F0,J
− 2CJ

4. Calculate the sigmoid function, modfs = tightness2 − tightness2(end) = ysc ∗
f2 (J/xsc)
5. The x-scaling ≈ [x for which y of modfs is half of modfs(1)], and is a 1-1 function
of K.
6. The y-scaling ≈ [modfs(1)], and is also a 1-1 function of K
7. Optimize the x- and y- scalings for each K, and store them as fx and fy
8. Scale each sigmoid as above so their shapes are identical. Store that shape as f2
A note on the last step above: the scaling looks almost identical if you exclude the J = 0
point, and let the optimization function do the work; however, then we do not know what
the offset k1 in Equation 3.3 is.

3.4.5

Plots of f2 (x) and f3 (x)

Figure 3.4 shows the values of f2 (x) and f3 (x) before scaling, calculated as described
above. These values depend slightly on the choice of A,B, and C. After calculating f2 (x)
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and f3 (x) from hundreds of fake generated spectra, we save both functions which are
then interpolated to find subsequent frequencies in candidate b-type series.
f2 (x), unitless vs unitless
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Figure 3.4: The remarkable repeatability of f2 and f3 , generated by running a Matlab
fit function to optimize each molecule’s x-scaling and y-scaling. There are 125 molecules
in the above figure, each scaled and drawn on top of each other. f3 is particularly bad
at low J and has the fanning behavior shown.

3.4.6

Plots of fx (K) and fy (K)

If for all A, B, and C, there exists a way to scale their nonlinear term horizontally and
vertically to a known function (analytical form unknown, but numerical shape stored),
how do we determine what the x- and y- scaling factors should be? It just so happens
that they are one-to-one functions, fx (K) and fy (K), of Ray’s asymmetry parameter,
plotted in Figure 3.5. We have not looked into the theory ourselves, and do not know
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of anything in the literature leading to an explanation. We have implemented the four
evaluation functions f2 , f3 , fx , and fy , and would find it interesting if more unexpected
patterns were found.
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Figure 3.5: The one-to-one functions of fx (K) (blue) and fy (K) (red). The above shapes
of fx (K) and fy (K) do not scale to the same shape. We haven’t tried fitting wellknown functions (ex. a decreasing exponential, Gaussian, etc.) to them. We have not
investigated, but have reason to suspect the equivalent plot for the a-types algorithm
also is one-to-one functions. This means that having identified two series fitting well
to our highly-constrained forms, we can predict Ray’s asymmetry parameter K without
assignment.

3.4.7

Complications

It’s a challenge to apply the a-types algorithm to b-types for 4 reasons:
1. Inherently the f2 and f3 curves for b-types have an extra degree of freedom (the
offset) compared to a-types, so the base of the exponentially scaling (search) part
of the runtime is 4 instead of 3, and we don’t know if the fitting subroutine is still
computationally feasible given an extra degree of freedom.
2. The fanning behavior of the f3 curve is concerning because we can only make
meaningful fits to the non-zero part of f3, but for low J the fanning causes too many
possible fits that we are uncertain whether Matlab would converge in a reasonable
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time the naive way. So not only is there that programming challenge (of the lack
of reliability of our model for low J), but even programming difficulties aside the
runtime (i.e. number of SPFIT attempts) is proportional to the width of that
fanning behavior.
3. We have not yet found a method to guess J for b-types. The a-types algorithm’s
heuristic guess of J = f 1/(f 2 − f 1) does not work for b-types because the btypes frequencies have this offset. It is possible that there exists a similar heuristic
that’s a function of 3 b-type frequencies, f1, f2, and f3; we haven’t explored these
possibilities in depth yet. Our approach (of x- and y- scaling f2 and f3) hinges on
having few external calls to the SPFIT program, and thus we seek to minimize the
number of guesses for J while not missing the answer.
4. There’s a bigger frequency difference between b-type lines of the same J, then atype lines of the same J. Therefore, we’ll have less J values for which both b-type
lines are in our spectrometer range, than a-type lines.

3.4.8

More precise relation between k1 and A, B, C

k1 is the offset term (the only term independent of J), where the very small term fl is a
seemingly linear function of B − C. We are currently looking into that.

k1 ≈ 3A + C − k3 + fl (B − C)

3.4.9

(3.7)

Determining J

The heart of this inverse problem is that we need to guess and check — we don’t know
what J is until we find a fit that converges.
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For a-series, J is quite well approximated by something we called “the integer test”:
Given two consecutive frequencies f 1 and f 2 in a series, J ≈

f1
.
f 2−f 1

The reason for this

is simple: the slope is roughly m = B + C, so f 1 ≈ m ∗ J and f 2 ≈ m ∗ (J + 1).
For b-series, the y-intercept is non-zero, which we’ll call b. For high J, f 1 ≈ m ∗ J + b
and f 2 ≈ m ∗ (J + 1) + b. We find that regardless of how many frequencies we have in
the series, ex. f 3 ≈ m ∗ (J + 2) + b, our estimate of J does not improve (try it yourself
with 3 consecutive frequencies). Here, the integer test yields
For now, we are guessing

b
m

= 4, 5, or 6, so J ≈

f1
f 1−f 2

f1
f 2−f 1

≈J+

b
.
m

− 6, −5, or −4. The true J

is within this range for most A, B, and C in our dataset, but we are concerned this will
vary greatly between all possible A, B, and C.
One solution to this, if it exists, could be to use both series 2 and series 3 frequencies
to figure out J. However, this contradicts our proposed b-type algorithm: extend series 2
maximally, then predict series 3 frequencies. If we knew the predicted series 3 frequencies,
then we also know A, B, and C, but then we know J, so this seems like a cyclical, doomed
way of predicting J. Unless the idea was to try all pairs of similar-spaced series and see if
they could fit series 2 and series 3? In that case, let f 21 and f 22 be 2 series 2 frequencies,
and f 31 and f 32 be series 3 frequencies. Then: f 21 = m ∗ J + b1 f 22 = m ∗ (J + 1) + b1
f 31 = m ∗ J + b2 f 32 = m ∗ (J + 1) + b2
We think this gives us b1 − b2, but don’t know yet how to relate that to A, B, and C.

3.4.10

Initial guess for A, B, and C

Unfortunately, Matlab’s lsqcurvefit function seems to care excessively on the quality of
the initial guess. We’ve been changing this function excessively, but the function handle
is unchanged:
F2 = @(ABC, Js) getOffset(ABC) + getSlope(ABC)*Js ...
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+ evalf2(Js/getXscaling(ABC))*getYscaling(ABC);
This is the code equivalent of Equation 3.3.
Even without knowing J, we defined an indicator which we call diffratio we can use
to probe which region we are in within the series 2 sigmoid curve, as shown in Figure
3.6. Given 3 consecutive series 2 frequencies, f 1, f 2, and f 3,

diffratio =

f3 − f2
f2 − f1

(3.8)

This tells us which of 3 regions we are in:
1. before the sigmoid inflection point if diffratio < 0.995, to the left of the purple line
in Figure 3.6
2. between the sigmoid inflection point and the asymptote if diffratio > 1.005, between
the blue and green lines
3. at the asymptote of high J if abs(diffratio - 1) < 0.005, to the right of the blue line
The reliability of this may decrease once experimental error is taken into account, and
thus we may change the threshold of 0.005. All the same, we believe this is useful, and
are exploring how to use this information to make smarter initial guesses of A, B, and C.

3.5 Mixture Component Analysis
So far we have discussed RAARR’s semantics: the main subroutine of RAARR of finding
patterns, then calling SPFIT to fit the spectrum, then optionally calling SPCAT to verify
the fit has low root-means-squared error compared to the experimental spectrum, then
optionally fitting centrifugal distortion constants. We can then mark the newly assigned
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Figure 3.6: Justification for diffratio for a molecule with A, B, and C as shown. Bottom:
the raw frequencies for series 2 and 3, with 2C*J subtracted off. There is no prior reason
to believe that 1) these would go to constant value and 2) these would go to the same
constant value. Top: A metric we defined, diffratio, that can predict which of 3 regions
we are in.

lines in the spectrum, then repeat this process on the remaining lines as many times as
we have the patience for, to assign multiple species within the same spectrum. Even
better, we can take turns applying different RAARR variants to the spectrum until one
of them succeeds, making subsequent assignment easier for all variants.
This process holds well except 1) when there are overlaps between lines of species
in the same spectrum, and 2) when for some reason a false positive assignment slips
through all our checks, marking incorrect lines which may have be crucial to a correct
assignment. Concern 1), regarding overlaps, is a minor issue because we have refined our
peak finding code to detect with high fidelity when two peaks are almost on top of each
other. Concern 2) is intentional because we would rather have many false positive fits
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than miss a real fit — upon obtaining a poor fit (an uncommon occurrence which the
user can discern), if desired, the user can always specify in the code to ignore that fit
and restart. While having faster runtime, this marking process seemingly misses several
fits that running all the variants on the spectrum separately does not.
These steps, although straightforward, leave some decision making up to advanced
users to fully leverage the capabilities of RAARR. To start, the user can choose what order
to run variants of RAARR, and how to set parameters of those variants. For example,
the user may want to start with restrictive search parameters to converge quickly on
species that are easy to find, then over time relax the search parameters to search for
species previously missed.
There is also a distinction between depth-first and breadth-first search, given that
we search lines sorted from highest to lowest intensity. This depends on how search
parameters are set, for example the tolerance for difference in intensity between the atype and b-type lines of a four-loop. In this case, a depth-first search means the search
focuses on the very highest intensity lines being part of the pattern, even when other
lines in the pattern are low intensity, and is able to assign spectra even when µa and
µb are greatly different in magnitude. On the other hand, a breadth-first search in this
case would quickly consider patterns for lines of relatively high intensity, with fewer false
positives than a depth-first search but also the possibility of missing species where µa and
µb differ significantly. The default parameter is roughly a factor of 10 tolerance between
µa and µb . In our experience, the breadth-first search is more successful at assigning
species quickly as expected, and also has more success than depth-first search, but there
are some species that only depth-first search can assign.
To not overcomplicate this subproblem, for the time being, by default we separately
apply multiple variants of RAARR to a spectrum, and visually confirm the fits. Our fit
checking routine does its role well enough, that most of the final fits output are clearly
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good fits, and the rest might be hard to discern whether it’s a fit to an untrained eye.
Progress made on this subproblem would expand RAARR’s capabilities as a chemical
mixture analyzer. Figure 3.7 shows our experimental spectrum of m-anisaldehyde, previously unassigned in the literature, and four species that RAARR assigned which look
visually spot-on. The goal is to, like in Figure 3.7, assign every major line in a spectrum,
for any molecule.

Figure 3.7: Our spectrum of m-anisaldehyde, and four sets of rotational constants
RAARR assigned context-free, in the order they were found. The green and blue species,
lower in intensity, were found more quickly by excluding the pink and orange lines from
the search once assigned.

3.6 Limitations and Ongoing Work
Lastly, RAARR’s capabilities have limitations, as it currently assigns a majority of our
experimental spectra. Some such “limitations” are assumptions built-in to RAARR necessary to limit the search space; in other words, there is a tradeoff between how fast we
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can find a plausible assignment, and how likely we are to miss a pattern that is there.
Cast our net too narrow, and we miss all the patterns and find nothing. Cast our net too
wide, and the program doesn’t terminate on a tolerable timescale, so we find nothing. It
is also not a single “net” in this analogy, but many different parameters within RAARR’s
code, each of which when changed too much could cause RAARR to err on searching
too wide or too narrow. Adding to the challenge, molecules are too diverse for any set
of parameters to accommodate all of them. We can only choose our parameters wisely
as to best reflect properties we believe are representative of as many of the molecules in
our spectra as we can, given our limited patience for the halting problem. We are quite
convinced that machine learning applied to such parameters internal to RAARR would
characterize the effectiveness of each parameter far better than our manual code tinkering could, but this is not viable given that the few experimental spectra we have is too
small a dataset. Our dataset is sizeable enough to enable us to optimize for parameters
in the manner of the last figure of the RAARR paper supplementary material, plotting
the parameters necessary for successful assignment to see which parameters are too tight
or too loose.
We also have not yet devoted adequate attention to leveraging rotational constants
in the literature of species we have spectra of that RAARR has not assigned. A good
start would be to run our code, in need of an update, that reverse-engineers parameters
for the assignment problem: given a spectrum and a correct set of rotational constants,
it shows the scaffolds that RAARR could find first, how tight the parameters could be
without missing it, and an idea of how many other patterns RAARR would have to
look through and reject before it saw that pattern. Along these lines, we would learn
a lot from trying RAARR on more spectra from other spectrometers, for instance in a
database of hundreds of microwave spectra.
We could certainly allow RAARR more breathing room between these two extremes
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of searching too wide or too narrow, by adapting our code for parallel computing, or
even for supercomputers, which are commonly used for chemistry applications. The
endgame utilization of parallel computing paradigms available on typical computers is
very appealing because RAARR’s search subroutine can easily be broken up into sizeable
subtasks — a portion of the code at present even has “save points” allowing one to pause
search at a set of lines in the nested loop, and later resume by inputting the set of lines
last reached. On the other hand, to resort to supercomputers would be to discard the
premise of this research of finding and characterizing algorithmic techniques exploiting
the underlying physics, intended to mitigate the need for brute force computation in the
first place.
Besides pattern search, the other major bottleneck in terms of RAARR’s runtime is
the external call to SPFIT. We have considered but not attempted to write our own,
presumably much faster, barebones version of SPFIT by extrapolating from a table of
precalculated values.
Realistically, there is no straightforward one-size-fits-all procedure that could possibly
work for all spectra even in theory. Acknowledging this, we develop several variants of
RAARR, each optimized for different types of species. The idea is that instead of casting
one atrociously wide net, we cast specialized nets meant to catch each of the species
of fish we are targeting. Even for a spectrum with many species, we can apply all the
different variants of RAARR in turn, ”subtracting” from the spectrum any assigned lines
we find to make the search on the remaining lines easier.

3.7 Downloading and Running RAARR
RAARR is open-source on Github: https://github.com/DavePattersonGroup/RAARR
How to download and run is detailed here. The dependencies are MATLAB and Pickett’s
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SPFIT/SPCAT suite (which requires Windows). After you’ve cloned all the files to your
machine, running is as easy as inputting the path to a csv file of your spectrum and
pressing a button; the user can optionally specify which variant of RAARR to run.
Advanced users can modify parameters internal to RAARR as they see fit for their
spectrometer and spectra.
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Chapter 4
Predicting Atom Positions from
Rotational Constant Analysis
(PAPRCA)
4.1 Problem Statement
Assigning a microwave spectrum by itself does not give the molecular structure. In
cases where the molecular structure is known and simulated in advance, assigning an
experimental microwave spectrum can determine the true values of molecular parameters
such as bond lengths, bond angles, and electric dipole moment components. However,
our group is invested in context-free calculation of molecular structure — meaning we
want to know as much as we can about a chemical sample that we know nothing about
except that we can take a microwave spectrum of it.
The problem statement PAPRCA aims to solve is:
Given nothing but a microwave spectrum we took, which we can assign, what can we
infer about the molecular structures within it?
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The sign ambiguity of Kraitchman’s equations means that it is unknown which of
the 8 octants the substitution coordinates are in. For a molecule with n atoms, after
successful application of Kraitchman’s equations to each atom, this leads to 8n−1 possible
configurations! Having the number of possible molecular structure candidates increase
exponentially with molecule size is bad news.
We investigate two methodologies which we believe could potentially resolve the
sign ambiguities of Kraitchman’s equations and therefore potentially enable context-free
molecular structure determination.
The first methodology requires candidate rotational constants of doubly-substituted
isotopologues, which for the most polar molecules are present in natural abundance on
the rough order of 10-100x lower in magnitude than is assignable given our instrument’s
present signal to noise ratio. Once we have an initial assignment for the rotational
constants of a parent species, we can search for carbon-13 singly-substituted and doublysubstituted isotopologs at 1% and 0.01%, respectively, of the parent species’s intensity.
Given sufficient signal-to-noise, this approach generalizes to nitrogen and oxygen (which,
like carbon, have naturally abundant isotopes), as well as to less polar molecules. This
requires experimental resolution 10-100 times higher than that of our current instrument,
depending on the polarity of the molecule.
The second methodology requires precision measurement of the electric dipole moments and magnetic g-factors of both the parent and singly-substituted isotopologues;
the magnetic g-factor is measurable via application of a large magnetic field to our microwave spectrometer, as done by Flygare et. al. (1969). For a 6 carbon molecule, this
could be realized given the ability to resolve a roughly 10−5 percent difference between
magnetic g-factors of the parent and singly-substituted isotopologue species, as well as
resolve the electric dipole moment to 4 or 5 significant figures.
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Imaginary positions

Kraitchman’s equations break down whenever the substituted atom coordinate is too
close to one of the molecular axes. We not uncommonly see imaginary position coordinates due to this phenomenon. Our reaction is to set the atom coordinate that is
imaginary to zero because Costain’s rule (see 1.2.1) says a heuristic is that Kraitchman’s
coordinate error is inversely proportional to the distance from the molecular axis. We
do not know how bad this assumption is, but we know that we have seen imaginary
coordinates more frequently than Costain’s rule suggests. We do not know of another
workaround for this issue, except that it can be mitigated by fitting more accurate rotational constants.

4.2 Unambiguous Atom Positions From Doubly-Substituted Isotopologues
The idea is simple: If we can assign doubly-substituted isotopologues, i.e. molecules
for which two atoms are substituted with less naturally abundant isotopes at the same
time, we can use the information about their octants relative to each other to resolve the
sign ambiguities of Kraitchman’s equations. This means that for hope of unambiguous
molecular structure determination, we need to assign at least one doubly-substituted
isotopologue for each atom in the molecule for its octant to be known relative to the
other substituted atom in the doubly-substituted isotopologue. On top of that, we need
to know the relative octants of all atoms to each other.
The first part of our proposed methodology is to assign as many doubly-substituted
isotopologues as possible. The problem is that microwave spectrometers today do not
have the resolution to resolve lines of doubly-substituted isotopologues because typically
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Figure 4.1: Output of our script which automatically plots potential singly-substituted
isotopologue candidates. Note that the molecule shown, β-pinene, is supposed to have
only 10 carbons, meaning that half of the rotational constants shown here are fake.
they are barely above, if above, the noise floor. To even have a chance at molecular
structure determination, we vary rotational constants within ±1% of the parent species
and assign as many singly-substituted isotopologues as we can as in Figure 4.1, and
repeat for doubly-substituted species.

4.2.1

Subroutine to determine which candidate doubly-substituted
rotational constants are real

Without ab initio calculation of molecular structure, we cannot know in advance how
many carbon atoms we should expect in a species. Therefore, we set a low bar for
plausible singly-substituted isotopologue assignments, and plan on an even lower bar for
plausible doubly-substituted isotopologue assignments. With this many sets of rotational
constants, distinguishing between which are real and which are apparitions is a matter
of applying Kraitchman’s equations multiple times, as in Figure 4.2.
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Figure 4.2: We implemented and applied the above pseudocoded subroutine to the
β-pinene singly-substituted isotopologue candidates and dozens of doubly-substituted
isotopologue candidates (some of which were theoretical values, the vast majority
being randomly generated fake values). We conclude that the probability of a fake
doubly-substituted isotopologue being mistaken for a real one is low, but cannot
conclude whether this will hold for experimental rather than theoretical data.
The subroutine is as follows:
First, for each of the n candidate singly-substituted isotopologues, the subroutine
applies Kraitchman’s equations to it and the parent species. Second, for each singlysubstituted isotopologue candidate, it applies Kraitchman’s equations to it and each
doubly-substituted isotopologue candidate. If the |x|, |y|, and |z| of the first and second
steps are the same within a tolerable margin of error, we check if the same is true of the
unsigned coordinate of the other atom of the doubly-substituted isotopologue; if that
also matches, we have high confidence the constants involved are true assignments.
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Using 3D parallel axis theorem

We found that the easiest method for calculating the relative octants of two substituted
atoms, given the parent ABC, singly-substituted ABC′1 and ABC′2 , and doubly-substituted
ABC′′ species, is to apply the 3D parallel axis theorem, given in Appendix A.0.3. Our
group has written code that can perform this task on fake atoms.
These steps are in theory enough to resolve the sign ambiguity. Therefore, the chief
challenges in realizing molecular structure determination via doubly-substituted isotopologue assignment are in improving the signal to noise of our spectrometer, and in assigning
spectra as robustly as we can when many lines are lower in intensity than the noise floor.

4.3 Unambiguous Atom Positions From g-factor Measurements
This section is located here, rather than in Chapter 1 with the rest of this work’s background, because it is on our group’s work in utilizing several theory equations to solve
for the substituted atom coordinates.
Here, we propose a method to resolve the sign ambiguity of Kraitchman’s equations
experimentally, using the measured g-factors of polar, closed shell molecules. If implemented, and combined with spectral autoassignment, this would realize context-free,
unambiguous gas-phase structure determination from microwave spectra.

4.3.1

Dipole moments and Quadrupole moments

We approximate our molecules as rigid rotors in which are embedded charges. The g
factors of a molecule measure the ratio between the angular momentum of the molecule
about a given axis and its magnetic moment about that axis — for example gaa is the
ratio between the magnetic moment about a and the angular momentum about the a
61

Predicting Atom Positions from Rotational Constant Analysis (PAPRCA)

Chapter 4

axis. We can think of this g factor as arising from two contributions - one from the
spinning dipole, and one from the spinning quadrupole, which by definition has no net
dipole moment. Critically, the magnetic moment arising from the quadrupole is the same
regardless of the axis around which the quadrupole is spinning. In our one-dimensional
example, this means that the magnetic moment arising from a spinning quadrupole is
independent of R, the distance from the quadrupole to the axis of rotation.
We assume here that different isoptopologues have the same molecule fixed dipole
moment and quadrupole moment, but that the center of mass is not the same between
molecules. We also assume, that the electric dipole moments between isotopologs are
unchanged. Note that this second “assumption” can be checked experimentally by measuring µa , µb , and µc via the Stark shift. In the case where the axes do rotate significantly
—- most likely important when |µ| is large but one component is small — then we believe it is possible that measurement of the Stark shift alone breaks the sign ambiguity
in Kraitchman’s equations.

4.3.2

Pseudocode Derived from Theory

Gordy and Cook, quoting Townes, point out that measurement of the g-factors and rotational constants of a parent and an isotopolog are enough to determine the electric dipole
moment of a molecule, including the sign. The assumption here is that the structure of
the molecule is known.
Equations 11.120 - 11.123 in Gordy and Cook are:
2mp
[(µe )y ∆y + (µe )z ∆z]
e
2mp
=−
[(µe )z ∆z + (µe )x ∆x]
e
2mp
=−
[(µe )x ∆x + (µe )y ∆y]
e

′
− Ix gxx = −
Ix′ gxx
′
− Iy gyy
Iy′ gyy
′
− Iz gzz
Iz′ gzz
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Here ∆x, ∆y, ∆z are the change in the center of mass from the isotopic substitution,
Ii are the moments of inertia of the molecule, (µe )x , (µe )y , (µe )z are the electric dipole
components along the A,B, and C axes, mp is the mass of the proton, e is the electron
mass, and g is the g factor in nuclear magneton (typical value 0.01 - 0.1). The weird
factor of mp basically comes from the definition of the nuclear magneton. We have the
usual relations to the more familiar rotational constants:
ℏ
4πIx
ℏ
B=
4πIy
ℏ
C=
4πIz
A=

(4.2)

While these equations are straightforward to solve for the asymmetric top case, we
first look at the case of a linear molecule. In this case we can use Eq. 11.123:

µe =

−(I ′ g ′ − Ig)e
2mp ∆z

(4.3)

Gordy and Cook and others used these relations to determine the sign of µe , most
famously to resolve the debate over the sign of the electric dipole of the CO molecule,
which is small and opposite the direction to be expected from electronegativity. Here we
propose to use these relations to solve for the atom position x, y and z.
If M is the mass of the molecule and we take the center of mass to be at the origin,
to good approximation we have
mn
x
M
mn
∆y =
y
M
mn
∆z =
z
M

∆x =
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where mn is the mass of the neutron [this assumes a single neutron isotope difference], which is presumably negligible compared to M . This makes the assumption that
substitution does not change the bond length.
Solving equations 4.3 and 4.4 for the atom position z gives

z=

−(I ′ g ′ − Ig)eM
2µe mp mn

(4.5)

Kraitchman’s equations allow us to solve for z with more accuracy. For a linear
molecule with moments of inertia Ix = Iy = I and Iz = 0, and assuming M ≫ mn ,
equation 13.46 in Gordy and Cook gives:
(
|z| =

I′ − I
mn

)1/2
(4.6)

Since we can determine I ′ and I with spectroscopic accuracy, we need only solve equation
4.5 to sufficient accuracy to determine the sign in equation 4.6.
What kind of resolution do we need to resolve this sign? We can solve equation 4.5
for g, assuming that our uncertainty in I and I ′ is small:

∆g = −

2µe mp mn z
∆I
−
g
eM (I + ∆I) I + ∆I

(4.7)

Here B is a rotational constant in Hz, and h is Planck’s constant. Taking |z| ≈ 10− 10
meters, B ≈ 5000M Hz, and M ≈ 100 AMU, and µe = 1 Debye = 3e-30, the first term
amounts to [pgopherfitting/moments.m]

∆g =

50 × 3 × 10−30 × 5 × 1010 × (1.6 × 10−27 )2
≈ −10−5
7 × 10−34 × 1.6 × 10−19 × 1.7 × 10−25

(4.8)

We then quantify our ability to resolve the second term with PAPRCA code. For 6
C13 isotopologs of conformer 1 of hexanal, the second term in equation 4.7 amounts to
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a percent difference in g of between 2.895 × 10− 5 and 1.462 × 10− 2. Because we require
resolving sign ambiguities for the positions of every substitutable atom in the molecule
to determine molecular structure, we set our bar based on the worst-case value of 10−5 .
Therefore, our rough estimate of ∆g, the precision with which we need to be able to
detect g, is on the order of 10−5 .
What does this correspond to spectroscopically? It does not look good. The truth is
this scales quite badly for large molecules. Even given a rather optimsitic 1 Tesla field,
this corresponds to a 300 Hz difference in our spectra — not impossible, but certainly
not easy. For reference, two rather casually taken spectra of Benzyl Alcohol, 47738 and
48277, differ by 100 Hz; admittedly this was not in a field, and not an isotopologue.
Fields higher than 1 Tesla are perhaps possible.

4.3.3

Relative signs from the electric dipole

For asymmetric tops, Kraitchman’s equations are:
[

]1/2
1 (X ′ − X)(Y ′ − X)(Z ′ − X)
|x| =
·
µ
(Y − X)(Z − X)
]1/2
[
1 (X ′ − Y )(Y ′ − Y )(Z ′ − Y )
|y| =
·
µ
(Z − Y )(X − Y )
[
]1/2
1 (X ′ − Z)(Y ′ − Z)(Z ′ − Z)
|z| =
·
µ
(X − Z)(Y − Z)

(4.9)

We can calculate the electric dipole moment resolution necessary to resolve the relative
signs for a given |x|, |y|, and |z|, as obtained from Kraitchman’s equations (Eq. 4.9) [3].
This reduces the possible positions from 8 to 2; as the direction of the electric dipole
moment is not given, this cannot differentiate between a signed substitution coordinate
and its opposite vector. We therefore require the magnetic g-factor to resolve the sign of
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parent
isotopolog 1
isotopolog 2
isotopolog 3

µx
1.201(3)
1.203
1.202
1.246

µy
1.916(6)
1.912
1.916
1.883

µz
0.365(36)
0.382
0.361
0.384

Chapter 4

|x|

|y|

|z|

0.903
0.596
0.895

0.144
0.010
1.312

0.700
0.491
0.198

Table 4.1: Above are components of the electric dipole moment vector in units of Debyes
for conformer 3 of 1,2-propanediol, and Kraitchman’s substitution coordinates, all to 3
decimal places. For the parent species, ⃗µ was measured by Lovas et. al. with uncertainties
in parenthesis referring to the last digits shown [20]. For the 3 isotopologs, we found µ⃗′
using rotation matrices calculated from the moments of inertia eigenvectors of chemical
xyz files.

the electric dipole moment, and thus allow us to resolve which of the 2 remaining possible
positions the atom is in.
The above table gives insight into the differences between the electric dipole moments
for conformer 3 of the molecule 1,2-propanediol and 3 isotopologs. As the norm of the
electric dipole moment is invariant between isotopologs, this is simply vector rotation.
Of the 8 possible signed substitution coordinates, pairs yield the same rotation matrix
as follows, and only one pair yields the rotation matrix R such that R⃗µ = µ⃗′ .
If the rotational constants, electric dipole moment, and substitution mass are known,
in both the parent and substitution species, we can find these 4 rotation matrices. We
build a fake molecule from 6 atoms of unit mass, positioned on the three axes as to
be symmetric about all three axes. We constrain this fake molecule to have the same
rotational constants as the parent species by solving for the unit mass atom positions
√

Iy + Iz − Ix
4
√
Iz + Ix − Iy
y=±
4
√
Ix + Iy − Iz
z=±
4

x=±
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where Ix , Iy , and Iz are the moments of inertia.
We superimpose the fake molecule with the substitution mass at each of the 8 signed
coordinates, to obtain 8 fake substituted molecules. From each of their moment of inertia
tensor eigenvalues, we use the Rodrigues’ rotation formula (see Appendix A.0.4) twice
(e.g. first to rotate a to a′ , then to rotate b to b′ and c to c′ ) to determine two rotation
matrices (then multiplied together) to transform from the fake molecule’s to each substituted molecule’s principal axes. For each application of the Rodrigues’ rotation formula,
the signed angle θ of rotation about a unit vector ⃗n normal to both ⃗a and a⃗′ is

θ = atan2((⃗a × a⃗′ ) · ⃗n, ⃗a · a⃗′ )

(4.11)

Our calculations find these rotation matrices to be identical between the fake molecules
and the real molecules represented as chemical xyz tables. These findings show dim
prospects for reliably applying the method outlined in this section to experimental rotational constants and electric dipole moments, because for the electric dipole moment,
the resolution necessary is not reliably below our experimental uncertainty. As we are
only looking to resolve sign ambiguities, further testing must be done on more fictional
molecules to see the susceptibility of this technique to uncertainty in the electric dipole
moment.
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Conclusion
The main focus of this thesis is our algorithm for automated, context-free assignment of
experimental spectra, including mixtures. Since our paper on RAARR, we have assigned
a total of 33 spectra (more than twice the number in the paper), implemented a third
variant of the algorithm, and made progress on the theory for implementing a fourth.
Having made significant progress on this front, we have started to think about the
broader goal of context-free molecular structure determination, and outline two methodologies with potential to, given sufficient resolution of key parameters, calculate signed
atom coordinates from many sets of rotational constants.
We hope this thesis is helpful to any undergraduate seeking to learn about microwave
spectroscopy and designing algorithms for its application to molecular structure determination.
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Appendix A
Background on Physics of Rotations
A.0.1 Moments of Inertia
The moment of inertia tensor in center of mass coordinates [1, pp. 7-8] is


Ixx Ixy Ixz 



I=
I
I
I
yx
yy
yz




Izx Izy Izz
where

Ixx =
Iyy =

Izx
Iyz

∑

m(y 2 + z 2 )
m(z 2 + x2 )

∑

m(x2 + y 2 )
∑
= Iyx = −
mxy
∑
= Ixz = −
mxz
∑
= Izy = −
myz

Izz =
Ixy

∑
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A.0.2 Planar Moments of Inertia
The planar tensor of inertia in center of mass coordinates [4] is


Pxx Pxy Pxz 



P=
Pyx Pyy Pyz 


Pzx Pzy Pzz
where

Pxx =
Pyy =

Pzx
Pyz

∑

mx2
my 2

∑

mz 2
∑
= Pyx =
mxy
∑
= Pxz =
mxz
∑
= Pzy =
myz

Pzz =
Pxy

∑

Therefore, in center of mass coordinates,

I=

∑

mr2 1 − P

where r2 = x2 + y 2 + z 2 and 1 is the 3 × 3 identity matrix.
Both I and P are diagonal when the coordinate axes are rotated to coincide with the
principle axes a, b, and c. Then, Px is as follows, with Py and Pz cyclic in x, y, z.

Px = (−Ix + Iy + Iz )/2
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A.0.3 3D Parallel Axis Theorem
In the process of calculating molecular structure from rotational constants, we deal with
many changes of coordinate systems. Of particular usefulness is knowing what the moment of inertia tensor is after a translation of the coordinate axes in any direction. You
may be familiar with the parallel axis theorem for a 2D body; for a 3D body, the 3D
parallel axis theorem is very useful [21].
⃗ and position
Given the moment of inertia tensor I, total mass M , translation vector R,
⃗ the new moment of inertia tensor postvector of the center of mass of the body C,
translation is
⃗ R)]
⃗ − 2M [(R,
⃗ C)]
⃗
I’ = I + M [(R,

A.0.4 Using Rodrigues’ rotation formula to rotate between coordinate systems
To verify correctness of our implementation of Kraitchman’s equations, we wanted to
know: If given xyz coordinates of an atom in the principal axes coordinates of the parent
species, and the moment of inertia eigenvectors of both the parent and singly-substituted
isotopolog species, how do you calculate the xyz coordinates of the atom in the principal
axes coordinates of the singly-substituted isotopolog species? (and vice versa). One way
is via a neat discovery from 1840 called Rodrigues’ rotation formula [22].
Given an axis (described by a unit vector ⃗k) and an angle θ by which you would like
to rotate (by right hand rule) a vector ⃗v about ⃗k, the rotated vector v⃗rot is
v⃗rot = ⃗v cos θ + (⃗k × ⃗v ) sin θ + ⃗k (⃗k · ⃗v ) (1 − cos θ)
Even better: we can rotate all the atoms in a molecule at once between rotated
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coordinate systems in this way via

v⃗rot = R ⃗v
R = I + (sin θ) K + (1 − cos θ) K2
is the rotation matrix, where




 0 −kz ky 


K=
0 −kx 
 kz



−ky kx
0
is the cross-product matrix satisfying both of the following:

K ⃗v = ⃗k × ⃗v
K2 ⃗v = ⃗k × (⃗k × ⃗v )
We applied Rodrigues’ rotation formula twice in succession, because any 3D rotation
can be described by azimuthal and polar angles. This generates R from just the moment of inertia tensor eigenvectors for both the parent and singly-substituted isotopolog
species.
Let ⃗x be the moment of inertia tensor eigenvector representing the a axis of the parent
species, and x⃗′ be for the singly-substituted isotopolog species; similarly, ⃗y and ⃗z are for
the b and c axes.
For the first rotation rotating ⃗x to x⃗′ ,

⃗k = unit normal of (⃗x × x⃗′ )
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θ = tan−1 ((⃗x × x⃗′ ) · ⃗k, ⃗x · x⃗′ )
Let yR1 be where the y-axis has rotated to after the first rotation.
For the second rotation rotating ⃗y and ⃗z to y⃗′ and z⃗′ ,

⃗k = unit normal of (y⃗R1 × y⃗′ )
ϕ = tan−1 ((y⃗R1 × y⃗′ ) · ⃗k, y⃗R1 · y⃗′ )
For both angles above, the use of inverse tangent was because MATLAB’s implementation of inverse cosine does not produce the correct sign here.

A.0.5 Deriving Kraitchman’s Equations
In Figure A.1 we worked out the main step of the proof sketch in [4].

Figure A.1: All terms cancel very nicely except the x2 term!
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