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Abstract

Fabrication and Characterization of THz Frequency Optical Devices
by
Samuel H. Aronson
Optical absorbers and phase-shifting plates have been developed for use in an electron paramagnetic resonance (EPR) spectrometer powered by a pulsed free electron laser
(FEL) operating at THz frequencies. These devices are designed to increase spectrometer sensitivity and allow for phase-cycled EPR experiments in which the relative phase
between THz pulses must be well-controlled.
Narrowband absorbers consisting of a polyethylene plate backed by an index-matched
glycerol-water solution have been designed to increase the signal-to-noise ratio of the EPR
spectrometer by acting as beam dumps for the FEL. Absorber behavior has been modeled
over a range of frequencies, temperatures, and glycerol concentrations with an optical
transfer matrix method. Reflectances below -60 dB can be achieved by fine-tuning the
glycerol concentration and the temperature of the absorber.
In addition to the absorbers, polyethylene phase-shifting plates have been manufactured to carry out phase-cycled EPR experiments in the spectrometer. Phase offsets
produced by these plates can be precisely controlled by adjusting the angle of the plates
relative to the FEL beam axis. The phase shifters have been used successfully in phasecycled experiments to enable more sensitive measurements of EPR spectra.
Precision machining techniques have been established to cut polyethylene plates to
the uniform, specific thicknesses required for proper operation of the absorbers and phase
shifters. Plate thickness can be controlled to about ten microns, over 100 times smaller
than the wavelength of the 240 GHz radiation used in the EPR spectrometer.
v
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Chapter 1
Introduction
1.1

Magnetic Resonance at Terahertz Frequencies

Electron paramagnetic resonance (EPR) is an experimental technique that allows
for sensitive and non-invasive measurements of paramagnetic materials on the molecular
scale. By examining the response of a sample containing unpaired electron spins to
applied electromagnetic fields, this technique can provide information about the local
environment of the spins and thus the microscopic structure of the sample in question.
A single free electron is a useful model for understanding magnetic resonance. The
energy of a single magnetic dipole in a magnetic field is given by

~
U = −~µ · B

where µ
~ is the dipole moment. Consider a system of spin-1/2 particles (electrons) in a
magnetic field B0 ẑ. Each spin has a magnetic moment |~µe | = 12 ge µB , where ge ≈ 2 is
the electron’s g-factor and µB is the Bohr magneton. The electron spin can be either
aligned or anti-aligned with the applied field; for a system in thermal equilibrium, both
1
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orientations are present. Thus, the application of a magnetic field gives rise to two energy
levels separated by
∆U = ge µB B0
Transitions between these energy levels can be driven by photons of energy ∆U , so that
the resonance condition becomes

hν0 = ge µB B0

In EPR experiments, a sample is irradiated by light near the resonance condition, and
the electromagnetic response of the sample is measured. This light is absorbed as it
drives transitions between spin states, and an absorption spectrum can be determined as
a function of either the frequency of the light or the applied magnetic field. In practice,
both continuous wave and pulsed experiments are used to study paramagnetic systems.
During a continous wave experiment, either the field or the frequency is slowly swept
through the resonance condition, and the absorption of the sample measured. In a
pulsed experiment, the sample is illuminated with a short broadband pulse of radiation,
and the spectrum is obtained as the Fourier transform of the time-dependent response
of the sample.

1.2

UCSB Terahertz Facilities

At UCSB, a free electron laser (FEL) is used to generate coherent radiation from
sub-THz to infrared frequencies. In the FEL, a beam of electrons is accelerated and sent
through a periodic magnetic field. The electrons emit radiation as they oscillate in this
field. The emission frequency can be tuned by adjusting the energy of the electrons in
the beam [1].
2
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Figure 1.1: Overhead schematic of the magnetic resonance spectrometer. Phase shifting plates, discussed in Section 4.3, are located at the points indicated by black dots.
One plate is at a beam waist, while the other is slightly off of the waist.

The FEL beam is used as a THz source for a magnetic resonance spectrometer capable
of operating in either pulsed mode or in continuous wave mode with a low-power source.
The FEL is used along with the spectrometer’s 12-Tesla magnet for high field, high
frequency EPR experiments useful for observing the dynamics of paramagnetic systems
on short time scales. A series of silicon switches in the spectrometer controls pulse timing
and duration. Silicon is ordinarily transparent to THz radiation at room temperature.
Once illuminated by a green laser, free carriers are generated in the silicon, and it becomes
mirror-like at THz frequencies. Both the length of individual pulses and the time between
pulses can be controlled by illuminating the switches in a specific pattern with a laser
triggered by the FEL.
A low-power frequency domain spectrometer also enables measurements at THz frequencies. This spectrometer is powered by an Agilent vector network analyzer capable of
3
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phase-sensitive measurements of reflected and transmitted field amplitudes. The range
of the spectrometer is extended into the THz regime by frequency multiplier chains
manufactured by Virginia Diodes, Inc. [2]. This system has been used extensively to
characterize materials and optical devices at THz frequencies.
This thesis discusses the fabrication and characterization of absorbers and phase
shifters developed to increase the capabilities of the EPR spectrometer. The absorbers
are designed to enhance the sensitivity of the spectrometer by increasing its signal-tonoise ratio, while the phase shifters allow for control of the relative phase between two
FEL pulses in the spectrometer, enabling the phase-cycled EPR experiments detailed
in Chapter 4. A carefully controlled, reproducible machining process was developed to
shape the high-density polyethylene used to construct the absorbers and phase shifters.

4

Chapter 2
Precision Machining of High Density
Polyethylene
2.1

Machining Techniques

High density polyethylene (HDPE) is a plastic that is transparent to THz radiation.
Reliable methods of shaping pieces of stock HDPE into high-precision optical components
were developed to fabricate the devices described in this thesis. Although HDPE is
soft enough to be easily machined, it warps readily under the stress caused by clamps
and cutting tools, so great care must be taken not to deform components during the
fabrication process.
One major machining challenge was securing the HDPE in the mill during the cutting
process. Clamping the pieces too tightly in the mill vise led to warping and introduced
stress into the plastic. However, if the plastic was not secured well enough, it would pop
out of the vise or vibrate noticeably while being machined. After a slab of HDPE was
cut from a sheet of stock material, it was secured in the mill vise as gently as possible,
and only tens of microns were removed from its surfaces at a time. After all faces were
5
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made square, a bolt circle was drilled around the perimeter of the piece so it could be
fastened to an aluminum mount, shown in figure 2.1. The mount is a 12 mm thick slab
of aluminum with a circle of eight tapped and countersunk holes. The sides of the mount
were made parallel so it could be secured tightly in the mill vise.
The mount was placed in the jaws of the mill vise to prevent the jaws from placing
any stress on the HDPE itself. Micrometer measurements around the perimeter of the
mount revealed warping of up to 10 microns, depending on the pressure from the jaws.
However, once in the vise, a fly-cutter was swept over the surface of the mount to align
its face exactly with the mill axes. This eliminated any deformities in the top surface
due to jaw pressure, and prevented misalignment between the mill head and table from
affecting the geometry of the piece. After the alignment cut, the rims of the countersinks
were sanded flat with the rest of the surface, and oil and metal chips were removed from
the mount with a rag. Then, any stray threads were removed from the surface by hand,
taking special care to clean the rims of the countersinks. Once the surface was clean,
a slab of HDPE was fastened to the mount with eight nylon screws. Visual inspection
of the HDPE regions near the screws did not reveal any deformations, even when the
screws were firmly tightened against the slab. No noticeable increase in the quality of
components were observed when the screws were tightened with a torque wrench rather
than by hand. If the HDPE slab had any natural curvature, the screws nearest the points
on the slab that made contact with the surface of the mount were secured first. This
procedure minimized any gaps between the slab and the mount.
When the slab had been fastened to a mount, its center was tapped down onto
the mount with the handle of a screwdriver. Additional movement or clicking once
the screwdriver made contact with the surface of the slab indicated that the center of
the slab was not in contact with the surface of the mount, and was likely warping up
towards its center. In this case, the slab was removed from the mount and resurfaced.
6
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Figure 2.1: The aluminum mount used to hold thin slabs of HDPE in the mill during
the machining process. Before each use, a skim cut was taken over the mount surface
to align it with the mill head. The small, uniform ridges on the surface are fly cutting
artifacts that were not found to affect the quality of finished HDPE pieces.

Once the slab made contact with the mount over its entire surface, a fly cutter was
repeatedly swept over the slab to reduce it to the desired thickness. Each pass of the
fly cutter swept over the entire surface of the slab to avoid any ridges at the boundary
between two cuts. When the slab thickness had been reduced to within 50 µm of the
desired thickness, each subsequent pass of the fly cutter removed an additional 10 µm.
Between passes, micrometer measurements were taken around the boundary of the slab,
and optical measurements were used to determine the uniformity of its thickness. Using
this method, the absolute thickness of the slab could be controlled to within roughly 10
µm.

7
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Issues and Limitations

The soft, flexible nature of HDPE led to numerous machining challenges. In particular, it proved difficult to properly secure thin HDPE slabs in the mill without warping or
vibrations due to fly cutting. In addition, stress placed on the plastic during the cutting
process frequently led to warping in the final pieces. While steps were taken to suppress
these unwanted effects, there is still room for improvement.
During the initial squaring process, the HDPE slabs did not yet have coutersunk holes
and could not be fastened to the aluminum mount. Thus, it was necessary to hold them
in the mill vise directly. Placing too much pressure on the slabs caused them to warp
in the mill, which led to curved surfaces upon completion of the squaring process and
warping in the finished pieces. To avoid these issues, the slabs were held in the vise just
tightly enough so they could not be removed by hand. Even though the slabs were not
knocked out of the vise by the fly cutter, they vibrated slightly as the fly cutter swept
over them. This led to the formation of small ridges at the slab edges not near one of
the vise jaws, as seen in figure 2.2. Since these ridges sit outside of the bolt circle drilled
in the slab to fix it to the aluminum mount, it is unlikely that they affect the quality of
the final piece. However, they suggest that the fly cutting process may not provide the
flatness and uniformity required of the slab for proper behavior during further machining
stages. The severity of these ridges varied from slab to slab – the cause of these variations
remains undetermined. They do not appear to be correlated with the rotational speed
of the fly cutter or the feed rate of the mill.
The initial squaring process ideally provided the flat surfaces required for further
machining. However, when the slab was fixed to the aluminum mount, only the regions
near the bolt circle were forced into contact with the mount. Nothing held the center
of the slab down, and there was often a small gap between the mount surface and the
8
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Figure 2.2: Faint ripples from the fly cutting process can be seen near the top of this
slab, photographed after the bolt circle had been drilled out at the end of the initial
squaring process.

center of the slab. When the fly cutter was swept over the slab, the top face was made
flat even though the bottom face bulged upwards. Thus, the center of the slab was
slightly thinner than points near the bolt circle. Optical measurements across the slab
demonstrate thickness variations up to 10 µm. Variations of similar magnitude were
observed both after the initial fly cutting passes that reduced the thickness to within
50 µm of the desired value, and after the slab thickness had been reduced to its final
thickness with further, shallower cuts. This suggests that the sensitive final cuts did not
press the slab down onto the mount; rather, they removed layers of HDPE in a similar
fashion to the initial deep cuts. Figure 2.3 shows a typical scan of transmission frequencies
and corresponding thicknesses across the surface of an HDPE slab. Note that in general,
the slab thickness increases with the distance from the center. Deviations from radial
symmetry may be due to debris between the mount and the slab, or inconsistencies
in screw pressure around the bolt circle. In an attempt to eliminate these thickness
variations, a slab was thinned down on a vacuum chuck, which held the center of the
9
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Figure 2.3: Slab thicknesses and transmission frequencies were measured on the VNA
spectrometer using the procedure discussed in Section B.2. This slab is noticeably
thinner towards its center. The region that will actually interact with a THz beam in
experiments is indicated by the black circle.

slab down on a flat piece of metal by means of a strong vacuum. This slab was thicker
in the center than on its perimeter, suggesting that the edges of the slab were curled
upwards during the machining process. In terms of thickness variations, the vacuum
chuck appeared to provide a slightly more uniform slab; however, it was difficult to work
with, as the strength of the seal depended on how flat the bottom surface of the slab
was made during the initial squaring stage. The aluminum mount was used for the vast
majority of pieces as it was easier to set up and align properly.
During the thinning process, stress developed near the top surface of the slab as a
result of the fly cutter repeatedly removing layers of plastic. While on the mount, this
stress did not affect the piece. However, the slab warped visibly once removed from the
mount, curling up along the direction that the fly cutter blade swept over the surface.
Changing the angular speed of the fly cutter did not have a noticeable effect on the final
degree of warp, nor did changing the feed rate of the mill. This warping was reduced
somewhat in the final assembly, in which a thin slab is bolted to a thicker flat piece of
10
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HDPE. However, this is not a perfect fix, and it would be desirable to eliminate this
warping outright. Removing thinner layers of HDPE with each pass may reduce surface
strain; however, this has yet to be investigated.

2.3

Future Improvements

Even though the thin slabs will be held mostly flat when used in optical devices,
eliminating the warping present in the free slabs would provide a second layer of support
to ensure the best possible device performance. Removing all stress on the slab during
thinning would likely be unfeasible. Instead, it should be possible to build some rigid
structure around the edge of the slab after it has been reduced to its final thickness.
This structure must be robust enough to lock the slab in place for long periods of time
and put enough pressure on its edges to flatten it out. It also must not cross the central
region of the slab to avoid interfering with any THz beams that will be sent through the
slab.
Another issue that can likely be improved upon is the uneven thickness that results
from the slab not sitting flat on the aluminum mount. Since the center of the slab must
be uniform and have a well-controlled thickness for use in optical devices, any method
used to hold the center down on the mount must be non-destructive. A thin layer of
adhesive attached to the mount may be a viable option; however, it would be difficult
to add a layer of uniform thickness, and the layer would have to be re-applied after each
aligning skim cut of the mount surface. Another option is the use of a larger or stronger
vacuum chuck to hold the slab edges down more firmly during the fly cutting process.

11

Chapter 3
Narrowband 240 GHz Absorbers
3.1

Absorber Theory

THz pulses generated by the FEL are too long for use in pulsed EPR experiments in
the magnetic resonance spectrometer. The silicon switches discussed previously are used
to slice these pulses into pieces of appropriate length. After slicing, the leftover THz can
reflect off of optical components in the spectrometer and into the detector, leading to a
decreased signal-to-noise ratio in the collected data. In addition, the detector becomes
saturated once it receives enough power, and any signal is then washed out completely.
Thus, immediately after a pulse, the detector must be left off for some time as the
scattered THz decreases in intensity. To reduce the effects of the reflected radiation, four
absorbers are installed in the spectrometer. Excess radiation that remains after the THz
beam has been sliced is directed onto these absorbers, which reduce the intensity of the
reflected power. Broadband absorbers are currently installed in the spectrometer, with
reflectivities of about -35 dB at 240 GHz. However, since experiments are only carried
out at this frequency, absorbers with a narrower bandwidth and lower reflectivity are
optimal.
12
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Optical absorbers operate on the principle of superposition. Electromagnetic radiation can be modeled as a sum of plane waves of various frequencies and amplitudes,
which can interfere destructively. An absorber sets up destructive interference to prevent
the reflection of electromagnetic waves while the energy lost by the field is gained by the
absorber itself. In a typical quarter wave narrowband absorber, light of wavelength λ0
traveling through air (n1 ≈ 1) is incident on a plate of refractive index n2 and thickness
h, which is related to the wavelength through

h=

λ0
· m, m = 1, 3, 5, . . .
4n2

The plate is backed by another medium with index of refraction n3 > n2 . As a wave
travels through the plate, reflects off the back surface, and returns to the front surface,
it travels an additional optical path length of λ0 /2 compared to a wave that only reflects
off the front surface. Since reflections off of both surfaces generate the same phase shift,
the two waves are now completely out of phase. Thus, destructive interference occurs at
the front surface of the plate, and no power is reflected off of the absorber. Figure 3.1
demonstrates this interference graphically.
To prevent the transmission of light through the back of the plate, the medium
backing the plate should be made highly absorptive. In this case, light reflecting off the
back surface of the plate will develop an additional phase shift, and the plate thickness
must be modified accordingly. Under the assumption that absorption in the plate itself
is negligible, the new optimal thicknesses for minimum reflected power are
λ0
h=
4n



00
1
r23
m − arctan 0
, m = 1, 3, 5, . . .
π
r23

0
00
Here, r23
and r23
are, respectively, the real and imaginary parts of the Fresnel reflection
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Figure 3.1: A schematic representation of the quarter wave absorber. Solid waves
represent incident light, and dashed waves represent reflected light. On the left, a
beam of light is incident on the top surface of the quarter wave window. In the center,
light undergoes a 180◦ phase change upon reflection from the top surface. On the
right, light reflects off of the back surface of the window with the same phase change.
Destructive interference occurs between the light reflected off of the front and back
surfaces. All light transmitted into the backing medium is absorbed.

coefficient, defined in terms of the complex indices n2 and n3 by

r23 =

n2 − n3
n2 + n3

In real narrowband absorbers, deviations from the ideal geometry described above
lead to imperfect destructive interference and thus incomplete absorption. Although an
absorber constructed with a coating of uniform thickness may be designed to absorb at
a single frequency across its surface, it is unlikely that all of the incident radiation will
arrive at the surface at normal incidence. In this case, different regions of the coating
14

Narrowband 240 GHz Absorbers

Chapter 3

will have different effective thicknesses, and reflections will only be suppressed at certain
points on the absorber surface. A similar issue will also arise if the coating is simply
manufactured at the incorrect thickness. From a practical standpoint, a few techniques
can be used to reduce the effects of these imperfections. First, the absorber may be
rotated slightly off of normal incidence. Reflected light will not be sent back along its
original direction, and less power will be directed back into the optical system. However,
this method increases the optical path length traveled by light in the plate, and the
plate thickness must be modified accordingly. Second, geometries other than the simple
quarter wave setup described previously may increase the bandwidth of the absorber or
provide increased absorption at a single frequency.

3.2

Absorber Design

To realize the ideal absorber described above, a dilute glycerol solution is used as
the absorbing medium, and HDPE as the quarter wave layer. Both the optical and
mechanical properties of HDPE make it an ideal material for the quarter wave layer
and the rest of the absorber. It can be machined easily without cracking, and absorbs
negligible amounts of water. This is necessary to prevent the concentration of glycerol
from changing after absorber assembly. In addition, HDPE is extremely transparent to
THz radiation, with absorption coefficients given in [3] and [4]. Thus, an HDPE absorber
can produce nearly complete destructive interference at its surface while remaining stable
over long periods of time. To achieve index-matching, the glycerol concentration in the
absorbing solution can be fine-tuned to change the solution’s index of refraction. The
absorbtion coefficient of water around 240 GHz is large enough for a layer of only a few
millimeters to absorb virtually all of the incident radiation [5].
The absorbers were developed to replace the thin 10 cm2 broadband absorbers al15
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Figure 3.2: Left and center: A disassembled absorber, with the window and base
shown separately. Right: An assembled prototype of the new absorber design. It is
roughly the same size as the original absorbers, but slightly thicker.

ready present in the magnetic resonance spectrometer. Due to space constraints in the
spectrometer, the new absorbers follow a similar geometry, with assembled and disassembled prototypes displayed in figure 3.2. The absorber design consists of a base to hold
the absorbing glycerol solution, and a thinner quarter wave window to seal the chamber
containing the solution and act as the quarter wave coating. The base is a square HDPE
slab of area 10 cm2 and thickness 9.5 mm. Cut out of this slab is a circular chamber of
radius 2.5 cm and depth 3.2 mm to hold the glycerol solution. Surrounding this circle is
a shallow circular groove designed to hold the o-ring that seals the window against the
absorber base. The window is fastened to the base by a set of eight nylon screws that sit
in a bolt circle just outside the o-ring.
The window thickness must be equal to some odd number of quarter wavelengths
to set up proper destructive interference at its surface. This ambiguity provided some
flexibility in determining the optimal thickness of the windows. While HDPE is largely
transparent to THz radiation, a small amount of absorption in the window will affect the
quality of the destructive interference. Ignoring mechanical considerations, it would thus
be ideal to reduce the window thickness to just one quarter wavelength. Unfortunately,
stress on the HDPE slabs during the fabrication process leads to severe warping once
16
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the windows are cut too thin. In addition, when installed in the magnetic resonance
spectrometer, thin windows might deform under the pressure exerted by the glycerol
solution in the absorber chamber. To alleviate these issues, windows were cut just thick
enough so that once fastened to a base, no curvature could be observed over the center
of the chamber. With this constraint, the optimal window thickness was determined to
be 3.89 mm, or nineteen quarter wavelengths.
During the assembly process, the glycerol concentration in the chamber required
repeated adjustments as the solution was brought to the index-matching condition. Constant removal and re-installation of the eight screws in the bolt circle proved tedious; also,
glycerol often stuck to the underside of the window as it was separated from the base,
removing some of the solution from the chamber. A threaded and countersunk access
hole was drilled through the base into the back of the chamber, through which solution
could be added to and removed from the chamber with a pipette. When not in use, a
steel screw was inserted into the hole to seal the solution in the chamber. This method
was used to successfully tune the glycerol concentration without repeatedly breaking the
seal between the base and the window.

3.3

Fabrication and Characterization

Absorber bases were fabricated from 9.5 mm sheets of stock HDPE. Bases were constructed as thick as possible to provide a mechanically robust backing for the absorber
windows. After a base had been squared off, no extra layers of plastic were removed from
its surface. A bolt circle of countersunk and threaded holes was drilled around its perimeter to hold the screws that held the window down over the chamber. Then, the chamber
and o-ring groove were cut out of the base on a rotary table. Finally, a threaded hole
was placed through the bottom of the base to allow easy access to the chamber. Once
17
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a base was completed, a slab of optically transparent plastic with the same geometry
as a HDPE window was fastened to the base. This procedure was used to ensure that
the o-ring sealed the chamber around its entire perimeter. Since bases were only used
to provide mechanical support and a chamber to hold the index-matching solution, they
were not machined to tolerances as precise as those of the absorber windows.
The windows were also cut from 9.5 mm sheets of stock HDPE using the procedure
described previously. Windows designed to absorb at exactly 240 GHz at normal incidence would have left no room for error during alignment. Thus, each window was
cut slightly thinner than necessary to absorb near 240.1 GHz at normal incidence. This
allowed for absorbers to be rotated slightly off-axis during alignment to operate at 240
GHz. Once a window had been cut to the desired thickness, precise thickness measurements were taken across the surface of the window with the VNA spectrometer. A grid
consisting of 45 evenly spaced points was drawn onto the window, as shown in figure
3.3. A point on the grid was then placed above the aperture of the spectrometer, and a
drop of water and a drop of concentrated glycerol solution were placed on the window
at that point. As diffusion took place between the drops, the solution directly above the
beam spot was briefly driven through the index-matching condition, and the absorption
frequency was recorded. This procedure was repeated at all 45 points to generate a list of
absorption frequencies. Window thicknesses were then calculated from these frequencies
at each point. Since these measurements provided both absorption frequencies and thicknesses across the surface of the lid, they were useful as an indicator of future absorber
performance as well as the quality of the machining process.
After this series of thickness measurements, an absorber base was filled with pure
water, and the window was fastened to the base with nylon screws through its bolt circle.
The absorber was placed upside down over the spectrometer aperture so the reflectivity
could be monitored instantaneously. Once in the spectrometer, the steel screw was
18
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Figure 3.3: A typical trace used to measure the absorption frequency. The sharp peak
allows for precise determination of window thickness. Inset: The grid of points on
the window used to determine thickness variations across the surface. The grid was
drawn onto the window with a marker that could be wiped away after measurements.
Black circles represent countersunk holes.

removed from the bottom of the base, and small amounts of water were drawn out of the
chamber with a pipette and replaced with drops of a concentrated glycerol solution. As
the concentration of glycerol in the chamber increased, the reflectivity of the absorber
was monitored on the spectrometer. Since the chamber was completely filled with liquid,
shaking the absorber by hand did little to ensure the solution inside was homogeneous.
Instead, the concentrated glycerol mixed with the rest of the liquid through diffusion.
Changes in the reflectivity were observed over a few minutes, after which the solution in
the chamber was assumed to be completely mixed. This procedure was repeated until
the solution and HDPE window were close to the index-matching condition. Then, the
steel screw was screwed all the way into the hole to prevent evaporation and provide a
sealed, stable environment for the solution in the chamber.
One major challenge of this filling procedure was the formation of air bubbles in the
19

Narrowband 240 GHz Absorbers

Chapter 3

chamber. Due to the surface tension of the glycerol solution and the complex geometry
of the threaded hole in the base of the absorber, glycerol pipetted into the chamber
through the hole often forced air into the chamber with it, and solution flowed out of
the base. When this extra liquid was removed, air remained in the chamber. Since this
glycerol replacement was carried out repeatedly, large pockets of air could build up in
the chamber over time. When the absorber was shaken rapidly, the liquid could be heard
sloshing around in the chamber. Also, certain points on the window were found to absorb
poorly, an effect that disappeared once the absorber was shaken. This suggests that air
bubbles were clinging to the window, negatively affecting absorber performance. To
remove the air completely, the window had to be removed from the base so the chamber
could be refilled.
After assembly, a series of experiments were carried out on the VNA spectrometer to
determine absorber performance under different conditions and prepare for various issues
that may arise once the absorbers are installed in the magnetic resonance spectrometer.
One experiment involved rotating the absorber slightly off of normal incidence to determine the degree to which the absorption frequency could be shifted around. Figure 3.4
shows a decrease in frequency of roughly 200 MHz caused by slightly lifting one side of
the absorber away from the aperture of the spectrometer. Once rotated, increases in absorber performance greater than 10 dB were often observed. This effect can be attributed
to power being reflected off-axis and not reaching the receiver horn of the spectrometer.
Rarely, the absorption line would broaden and performance would decrease. The origins
of this phenomenon remain unclear. In general, these measurements demonstrate that
both the absorption frequency and performance of the absorbers are extremely sensitive
to alignment.
Although initial tests examined the absorbers only when the window faced down
(horizontal alignment), most of the absorbers must be installed in the magnetic reso20
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Figure 3.4: Top: Rotation of the absorber allows the frequency to be shifted by up
to a few hundred MHz. Although the two traces shown here are nearly identical,
the reflectivity would sometimes change when the absorber was rotated. Bottom:
An absorber was measured on the VNA spectrometer in both vertical and horizontal configurations. The absorption profiles are nearly identical, demonstrating the
mechanical stability of the absorber assembly.

nance spectrometer with the window facing sideways (vertical alignment) due to space
constraints. Thus, a second experiment was carried out to determine how orientation
affected performance. First, an absorber was measured in the standard horizontal configuration over the VNA spectrometer aperture. Then, the mirror in the reference arm of
the spectrometer was replaced with the absorber, now mounted vertically. The spectrometer was re-calibrated and absorption measured again. Changing the orientation of the
absorber had a negligible effect on both the absorption frequency and the reflectivity, as
seen in 3.4. This suggests that any orientation-dependent deformations of the plastic are
not large enough to be measured, and can be neglected when the absorbers are installed
in the magnetic resonance spectrometer.
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With the absorber mounted vertically, two additional tests were used to examine how
performance varied with the characteristics of the Gaussian beam at the absorber window.
First, the beam radius and divergence were modified by replacing a fast 45-degree mirror
in the reference arm of the VNA spectrometer with a slower mirror. The slower mirror
produced a beam that diverged less rapidly. This was expected to increase the effective
absorption frequency, as the beam would reach the absorber window closer to normal
incidence and thus travel a shorter distance through the plastic. In addition, since the
slow mirror produced a larger beam waist than the fast mirror, absorber performance was
expected to decrease as the peak absorption frequency varied more over the wider area
of the incident beam. Although performance did decrease moderately, the absorption
frequency dropped by about 500 MHz, as seen in figure 3.5. The same frequency shift
was observed on two occasions, between which the absorber had been removed from the
vertical mount, replaced, and realigned. Also, the fast and slow mirrors were fixed in place
on an optical table. Thus, it is unlikely that this frequency shift is due to spectrometer
alignment issues. When the absorber was replaced with a slab of stock HDPE about four
times as thick as the absorber window, another 500 MHz frequency shift was observed.
If these variations were due to optical path length differences developed in the plastic as
a result of different beam divergences caused by each mirror, this second frequency shift
should be closer to 2 GHz. The exact nature of these shifts is currently unclear – it may
be an issue of wavefront distortion or imperfections in the mirrors themselves.
In the magnetic resonance spectrometer, not all optical components are located at
beam waists. To understand the effects of moving an absorber away from a waist, an
absorber was mounted vertically on a translation stage in the VNA spectrometer. A series
of measurements were taken with the absorber at different locations along the beam line,
with figure 3.5 showing how absorption decreased steadily with the distance from the
waist. This is likely due to the beam diverging and entering the absorber window at
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Figure 3.5: Top: When a more weakly diverging beam was focused onto the absorber, the absorption frequency decreased by about 500 MHz. Bottom: Absorber
performance decreased with distance from the beam waist.

locations with slightly different thicknesses. At only a few millimeters away from the
waist, absorber performance decreased by over 10 dB. Thus, in the magnetic resonance
spectrometer, it may be necessary to focus the beam more tightly onto the window or
place the absorbers closer to waists to maximize performance.
Treatment of the stock HDPE before machining, as well as the machining process
itself, places stress on the absorber windows along certain axes. This asymmetry can
lead to birefringence, a phenomenon in which the refractive index of a medium is a
function of the axis along which incident light is polarized. To test for birefringence,
a slab of HDPE was placed over the aperture of the VNA spectrometer and rotated
relative to the beam polarization axis. Since this effect was expected to be small, the
slab was backed by water only so the reflectivity was not affected by diffusion dynamics
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in a dilute glycerol solution. In addition, a thick slab rather than a thin window was used
to avoid warping issues and keep all reflections as close as possible to normal incidence.
While this experimental setup does not closely resemble an absorber, it enables sensitive
measurements of birefringence in machined HDPE. The absorption at a single frequency
near the maximum was consistent to within approximately 0.5 dB as the slab was rotated
through one complete revolution relative to the polarization axis. These variations are
nearly an order of magnitude smaller than the size of the interference fringes caused by
stray reflections in the spectrometer. Thus, any birefringence caused by asymmetries
introduced into the slab during machining is negligible.
In conclusion, the absorbers are well-characterized and tunable in both absorption
frequency and reflectivity. However, they are very sensitive to orientation and position
with respect to the beam path. These parameters can be precisely controlled in the VNA
spectrometer, but challenges may arise when the absorbers are installed in the magnetic
resonance spectrometer due to space constraints in the optical setup. Optical transfer
matrix simulations discussed in Appendix A suggest that the reflectivity is also sensitive
to both glycerol concentration and temperature. While the absorbers discussed in this
chapter are a good model for understanding narrowband absorption of THz radiation
in a controlled environment, additional improvements may be necessary before they are
ready for use in the spectrometer.
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Phase Shifters for Phase Cycled
Magnetic Resonance
4.1

Phase Cycled Magnetic Resonance

In a pulsed magnetic resonance experiment, the system under study is excited with a
short pulse of radiation. After the pulse, the spins precess back to thermal equilibrium.
The signal given off by the spins during precession is known as a free induction decay
(FID); its Fourier transform is the response of the spins in frequency space. Thus, by
measuring the FID, the frequency-dependent response of the system can be determined.
Ideally, a detector is turned on at the end of the pulse to capture the entire FID. However,
reflected power from the pulse will wash out any signal from the sample and can saturate
or damage the detector. It is thus necessary to wait for a short time after the end of the
pulse to begin collecting data. The spectrometer is said to have a ”dead time” during
which information from the FID is lost.
A Hahn echo experiment is one way to work around this dead time issue. In an echo
experiment, the spins are first aligned along the z-axis. A 90◦ pulse is applied to the
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spins to rotate them into the xy-plane, in which they begin to precess and decohere.
Then, a 180◦ pulse is applied to the spins to rotate them around in the xy-plane. Upon
rotation, spin axes that were moving away from each other are now moving towards each
other. They eventually realign, and the spins produce a measurable signal. The second
half of the echo is nearly identical to the FID that would be obtained in a single pulse
experiment, but it does not immediately follow the second pulse. In the time between
the second pulse and the echo, reflected pulse power dissipates, and the detector can be
turned on when the echo is at peak intensity. Thus, the entire FID of the system can be
captured without saturating the detector. However, if the echo occurs too soon after the
second pulse, the FID from the second pulse may interfere with the echo and distort the
signal.
Phase cycling is a technique that can be used to separate the first and second FIDs
from the echo. In the four-step phase cycling experiments described here, the phase difference between the two pulses is cycled through 0◦ , 90◦ , 180◦ , and 270◦ . By simultaneously
cycling the detector phase through some permutation of these angles and summing the
signals, certain parts of the response will be averaged out, while others will add constructively. Thus, any interference between the FIDs and the echo will be removed by choosing
the appropriate detector phase sequence, and a clean echo signal can be obtained.

4.2

Phase Shifter Design and Fabrication

An ideal phase shifter will precisely alter the phase of the incident beam with no
attenuation. To realize this condition, phase shifters for the magnetic resonance spectrometer were constructed out of HDPE, which is transparent to THz radiation and can
be consistently cut to precise tolerances. The fabrication process was identical to that
of the absorber windows. Slabs of stock HDPE were cut into squares and reduced to
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Figure 4.1: The complete set of four pairs of plates developed for phase cycling in
the magnetic resonance spectrometer. Pairs are mounted at opposing angles in the
spectrometer to reduce beam offset. Tabs cut into the bottoms of the plates allow
them to be secured in rotation mounts for precise phase adjustments.

the correct thickness by the fly cutting process described previously. These thin plates
could then be inserted into the spectrometer to produce the desired optical path lengths.
Four pairs of plates were machined to provide phase shifts of 0◦ , 90◦ , 180◦ , and 270◦ .
The plates are installed in the spectrometer in pairs and rotated to Brewster’s angle to
prevent misalignment of the beam and maximize transmission.
Each plate in a pair produces half of the total required phase shift. To determine the
required thickness of each plate, the phase shift must be related to the change in optical
path length ∆OPL developed by placing a plate in the beam path. Let λ0 represent
the wavelength of the incident beam in air. For proper phase cycling, each plate must
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develop an optical path length difference of
1
∆OPL = (a + m)λ0 , m = 0, 1, 2...
2
where a = 1, 1/4, 1/2, or 3/4 for phase shifts of 0◦ , 90◦ , 180◦ , and 270◦ , respectively.
The factor of 1/2 accounts for the fact that a pair of plates is used to produce the desired
phase shift. The optical path length difference can be expressed as a function of the plate
thickness h and the real part of the refractive index of the plate n. For this calculation,
the plate is assumed to be completely transparent, and the refractive index of air is
assumed to be unity. Figure 4.2 shows a diagram of the path taken through a plate by
the beam in the paraxial approximation. The beam approaches the plate at Brewster’s
angle θB and is refracted to an angle φ as it travels through the plate. Brewster’s angle
is given in terms of n, and the refracted angle can be determined by Snell’s law:

θB = tan−1 n
−1



φ = sin

1
sin θB
n



The optical path length difference is then given by
nh
h cos (θB − φ)
n2 − 1
√
∆OPL =
−
=
h
cos φ
cos φ
n2 + 1
where the second equality is obtained through the application of trigonometric identities.
Equating the two expressions for the optical path length gives the thickness h in terms
of the wavelength and the index of refraction of the plate:
√

h=

n2 + 1
· (a + m)λ0 , m = 0, 1, 2...
2(n2 − 1)
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Figure 4.2: A schematic of a THz beam (blue) propagating through a phase shifting
slab. Dashed lines represent surface normals and the undeflected beam. The optical path length and bean offset are calculated in the paraxial approximation. The
thickness of the slab is greatly exaggerated in this diagram.

The beam offset d generated by a single plate can also be determined from figure 4.2:

d=

h sin (θB − φ)
n2 − 1
= √
h
cos φ
n n2 + 1

However, this offset is largely eliminated by using the plates in pairs. Since m can take on
any non-negative integer value, the plate thickness is not determined exactly. This allows
for flexibility in machining the plates to obtain the proper balance between transparency
and mechanical stability.
Plates were cut to thicknesses of 2.60 mm (0◦ ), 1.95 mm (90◦ ), 2.17 mm (180◦ ), and
2.39 mm (270◦ ). Slabs of HDPE cut thinner than this exhibited moderate to severe
warping and were deemed unacceptable for producing the precise optical path length
shifts required for phase cycling. However, not all warping could be eliminated. At these
thicknesses, rotation of a plate through an angle of one degree changes the phase of 240
GHz radiation by roughly five degrees. Thus, even minor distortion in the plates can
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produce unwanted additional phase shifts or wavefront curvature. In addition, variations
in plate thickness of 10 µm lead to phase shifts of about half a degree. Since the uniformity
of the plates could only be controlled to a few tens of microns, thickness variations also
play a role in deviation from ideal behavior. Although plates can be rotated away from
Brewster’s angle once in the spectrometer to control the absolute phase of the beam,
wavefront distortion is a potential issue that must still be addressed.

4.3

Use in Phase Cycled Magnetic Resonance

Due to imperfections in the machining process, the actual plate thicknesses are not
exactly equal to the calculated thicknesses. Thus, the plates must be rotated slightly
away from Brewster’s angle to produce the desired phase shifts. Before the plates can
be used in phase cycling experiments, the proper installation angles must be determined.
To do this, pairs of plates were initially placed into the spectrometer at Brewster’s angle.
Then, the phase of the FEL beam relative to zero was monitored as the plate angles
were adjusted slowly. When the phase of the beam reached the desired phase shift of the
plates, the plate angles were recorded for use in future experiments. These angles are
not recalculated before each experiment.
Figure 1.1 shows the location in the magnetic resonance spectrometer where pairs
of plates are inserted into the FEL beam path. During a typical experiment, a pair of
plates is mounted in the spectrometer near Brewster’s angle, and multiple scans are taken
and averaged. Then, the plates are swapped manually for another pair. This process is
repeated until a full set of phase cycled data has been acquired. Even when plates are
placed at the angles found during the initial calibration, the phase shift produced is sometimes not exactly as desired. However, techniques exist to correct for these imperfections
during data processing.
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Figure 4.3: Top: Signal amplitude from a pulsed echo experiment. The FID and echo
overlap. Center and Bottom: The FID and echo have been separated through phase
cycling.

The phase shifters have been used to successfully separate the FIDs from the echo
in phase cycled EPR experiments. Figure 4.3 shows a signal with overlap between the
second FID and the echo, as well as the individual pieces of the signal once they have
been separated from each other through phase cycling. When the plates are mounted at
Brewster’s angle, they produce the desired phase shifts to within 5◦ , and adjustments of
only a few degrees are required. A small but consistent loss of signal power is observed
when the 90◦ and 270◦ plates are installed. This is likely not due to attenuation in the
plates themselves, as the thickness of the 270◦ plate is between that of the 0◦ and 180◦
plates.
While the plates can be rotated away from Brewster’s angle to produce arbitrary phase
shifts, this leads to extra unwanted reflections of the THz beam. To rectify this issue,
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either more precise methods for controlling plate thickness during the machining process
can be developed, or anti-reflective coatings can be added to the plates. In addition to
inaccuracies in the absolute thicknesses of the plates, they are also slightly warped from
machining. Different regions of the plates thus have different effective thicknesses in the
spectrometer, which leads to wavefront distortion as the beam undergoes a non-uniform
phase shift. This distortion does not appear to have a significant effect on data collected
in the phase cycling experiments. However, decreasing the severity of the warping may
increase the quality of the measured signals. Another issue that may be improved is how
the plates are installed in the spectrometer. Currently, tabs cut into the bottom of the
plates hold them vertically in rotation mounts. This arrangement is somewhat unstable,
as the tabs do not fit perfectly into the clips on the mounts. Constructing some sort of
frame around the perimeter of the plates may provide a sturdier installation so long as
it does not interfere with the THz beam.
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Absorber Theory and Simulation
A.1

The Optical Transfer Matrix Method

As light passes through layers of materials with different optical properties, multiple internal reflections can make calculations of the electromagnetic field inside the
layers difficult. A transfer matrix method for determining the intensities of reflected and
transmitted electromagnetic waves is developed, following the derivations in [6] and [7].
Although this discussion only pertains to plane waves normally incident on non-magnetic
materials, the method can be extended to materials with non-zero magnetic susceptibility
and waves approaching the system from an angle. The electric and magnetic fields of a
plane electromagnetic wave are related through
~
~ = k̂ × E
B
v
where ~k is the wave vector that describes the direction of propagation of the wave and v
the speed of the wave, equal to c/n in a medium with a refractive index of n. Consider a
plane wave approaching a boundary between two materials i and j with refractive indices
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ni and nj at normal incidence. Assuming that the materials are non-magnetic and there
is no surface current present, Maxwell’s equations
~
~ ×E
~ = − ∂B
∇
∂t
~
~ ×B
~ = µ0 J~ + µ0 0 ∂ E
∇
∂t
~ and B
~ are continuous across the boundary.
demand that the tangential components of E
Let E + and E − represent the tangential components of the electric fields associated with
the wave traveling to the right and the wave traveling to the left, respectively. At the
boundary, continuity of the fields implies that

Ei+ + Ei− = Ej+ + Ej−
ni Ei+ − ni Ei− = nj Ej+ − nj Ej−
Solving for Ei+ and Ei− , one finds that
 
 

+
+
1 1
Ej 
Ei 
  = Bij   , Bij =

tij r
Ej−
Ei−
ij


rij 

1

with the Fresnel transmission and reflection coefficients tij and rij given by

tij =

2ni
ni + nj

rij =

ni − nj
ni + nj

Let Ei0 and Ei represent the tangential components of the electric field at the right and
left sides of a layer i with refractive index ni and thickness li . The change in phase
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developed by the wave as it propagates through this layer from left to right is given by
 



+
+0
−iδi
Ei 
Ei 
e
=
L
,
L
=
 


i
i
0
Ei−
Ei−
0


0 

eiδi

where δi = 2πni li /λ0 . Now, the boundary and layer matrices can be multiplied together
to model the propagation of an electomagnetic wave through a stack of materials. For
an assembly containing N layers,
 
 
+
+
EN 
E0 
  = M   , M = B0,1 L1 B1,2 · · · LN −1 BN −1,N
0
E0−
−
with EN
= 0 under the assumption that there are no reflected waves after the final

boundary. The reflected and transmitted intensities can be expressed in terms of the
matrix elements of M :
R=

|M21 |2
|E0− |2
=
|M11 |2
|E0+ |2

T =

+ 2
|EN
|
1
+ 2 =
|M11 |2
|E0 |

This method is still valid when the refractive indices are complex. By ending the transfer
matrix product at various locations within the stack of layers, the electric field anywhere
in the stack can be determined.
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Modeling the Quarter Wave Absorber

The transfer matrix method can be used to model the optical properties of the quarter
wave absorber. The matrix describing the absorber is

1 1

t12 r
12

 
r12  e−iδ
·
1
1





1 1 1
·

t
iδ
23
e
r23


r23 

1

with the reflected intensity thus given by

∗
r23 e2iδ
|r12 |2 + |r23 |2 + 2 Re r12
R=
∗ 2iδ
1 + |r12 r23 |2 + 2 Re (r12 r23
e )
This expression is maximized or minimized as a function of the thickness h of the intermediate layer when

1 + |r12 r23 |2 + 2 Re r12 r23 e2iδ



∗
|r12 |2 + |r23 |2 + 2 Re r12
r23 e2iδ

·




∂
∗
Re r12
r23 e2iδ =
∂h
·


∂
Re r12 r23 e2iδ
∂h

Evaluating this expression gives a condition on δ:
00 0
0 00
0 00
00 0
0 00
(1 + |r12 r23 |2 ) (r12
r23 − r12
r23 ) + (|r12 |2 + |r23 |2 ) (r12
r23 + r12
r23 ) − 4r12
r12 |r23 |2
tan (2δ) = −
0 0
00 00
00 00
0 0
(1 + |r12 r23 |2 ) (r12
r23 + r12
r23 ) + (|r12 |2 + |r23 |2 ) (r12
r23 − r12
r23 )

0
00
Here, r23
and r23
are, respectively, the real and imaginary parts of r23 . This condition

simplifies greatly under the assumption that the quarter wave window is transparent.
00
With r12
= 0, the above equation reduces to

tan (2δ) = −
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Since the tangent function is both odd and periodic, solving for δ gives
1
δ=
2



00
r23
mπ − arctan 0
, m = . . . − 2, −1, 0, 1, 2 . . .
r23

Replacing δ with 2π λn0 h, where n is the refractive index of the quarter wave window,
gives an expression for the window thickness:
λ0
h=
4n



1
r00
m − arctan 23
0
π
r23


, m = . . . − 2, −1, 0, 1, 2 . . .

Odd values of m give minimum reflected power, while even values of m give maximum
00
6= 0), the optimal window
reflected power. When the backing medium is absorptive (r23

thicknesses are shifted away from odd multiples of quarter wavelengths. This effect is
due to an additional phase shift developed by an electromagnetic wave as it reflects off
of an absorptive material. In the simplest case of both the window and the backing
medium being perfectly transparent, the optimal anti-reflective thickness is truly one
quarter wavelength, or odd multiples thereof.

A.3

Simulating Optical Systems

The optical transfer matrix method has been used to simulate the behavior of various
optical systems over a range of frequenies and temperatures. The first tests of the model
were carried out on a slab of HDPE surrounded by air. Based on data from optical
thickness measurements of HDPE taken on the VNA spectrometer, the real part of the
refractive index of HDPE is assumed to vary linearly from 1.5226 at 220 GHz to 1.5253
GHz at 315 GHz, in good agreement with the published data [3] [4]. The imaginary part
of the refractive index, estimated to be 0.0004 ± 0.0001, was used as a free parameter
to fit the model to the data. The reflectance of a 3.848 mm slab of HDPE has been
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Figure A.1: Simulated reflectance of an 3.848 mm HDPE slab with air on both sides.
The behavior of the wings is well-described by the simulation. Discrepancies in the
absorption peaks may be due to stray reflections during the measurement or misalignment of spectrometer optics. The extremely high-frequency oscillations in the data
are due to internal reflections within the spectrometer.

measured over this frequency range and is captured extremely well by the model, with
the predicted and measured spectra shown in A.1.
The dielectric function of water is very sensitive to temperature and frequency at
THz frequencies. The temperature-dependent two-Debye model from [5] has been used
to simulate the electrical properties of water at these frequencies. The complex dielectric
function is given as

(ν) ≡ 0 − i00 =

1 − 2
2 − ∞
+
+ ∞
1 + i(2πν)τ1 1 + i(2πν)τ2
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with the relaxation times and amplitudes defined in terms of the Kelvin temperature:

τ1 /ps = 6.487 × 102 − 4.085 (T /K) + (6.497 × 10−3 ) (T /K)2

τ2 /ps = −2.5 + 0.012 (T /K)
1 = 188.75 − 0.37 (T /K)
2 = 10.9 − 0.015 (T /K)
∞ = −2.5 + 0.023 (T /K)
Fits for the parameters τ2 , 2 , and ∞ are used as given in [5], while those for τ1 and 1 are
extracted from the provided data. A quadratic fit is used for τ1 as the data is significantly
nonlinear. This model has been tested against reflectance data from a 3.848 mm slab of
HDPE backed by a layer of water a few millimeters thick, taken at a temperature of about
291.5 K. Figure A.2 compares the predicted and measured spectra. The model captures
the wings of the spectrum extremely well while slightly overestimating the values of the
reflectance near the minima. These deviations from the measured spectrum may be
due to imperfections in the VNA spectrometer or complex behavior at the water-HDPE
interface.
While the dielectric behavior of water is well-characterized at THz frequencies, literature discussing the optical properties of glycerol in this regime is sparse. A frequencyindependent, temperature-independent value of  = 3.75 − 0.4i for the dielectric function
of glycerol has been interpolated from data presented in [8]. While this model is much
simpler than the one previously introduced for water, it adequately captures the optical
behavior of a slab of HDPE backed by glycerol, as seen in figure A.3. The preparation
and handling of the glycerol used for the meausrements in [8] are not discussed, and the
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Figure A.2: Simulated reflectance of an 3.848 mm HDPE slab backed by water. Again,
the wings of the spectrum are described more accurately than reflectance minima. A
Savitzky-Golay filter has been applied to the data to suppress high-frequency oscillations.

water content of the solution is not known. The same is true of the glycerol used for
the measurements in this thesis. Without this information, the accuracy of this glycerol
model is questionable. However, it evidently fits the measured data well.
In glycerol-water mixtures, an effective medium approximation must be used to predict the effective dielectric function e of a composite medium. The Bruggeman model
[9] is one such approximation that treats the glycerol and water on equal footing. The
effective conductivity σe of a medium containing two components with conductivities σA
and σB and respective volume fractions p and 1 − p is given by the equation

p

σA − σe
σB − σe
+ (1 − p)
=0
σA + 2σe
σB + 2σe
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Figure A.3: Simulated reflectance of an 4.092 mm HDPE slab backed by 99.8% glycerol solution. The simulation differs significantly from the data near the reflectance
minima. A Savitzky-Golay filter has been applied to the data to suppress high-frequency oscillations.

Since the imaginary component of the dielectric function is proportional to the conductivity, each σi can be replaced with 00i without consequence to determine 00e . This model
only describes the conductivity; it says nothing about the real component of the dielectric
function. To model 0e , a weighted average of A and B is used:
0e = p0A + (1 − p)0B

These approximations only apply under the assumption that the medium is uniform
over the length of a few wavelengths. Since properly mixed glycerol-water solutions are
homogeneous on the scale of tens of microns [10] and the relevant wavelengths are about
1 mm, this assumption is valid.
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Figure A.4: Top: A comparison between measured and simulated reflectance spectra
for HDPE backed by glycerol solutions of various concentrations. In both cases, the
frequency of the reflectance minimum increases slightly with glycerol concentration.
Bottom: The maximum reflectance of the same geometry as a function of glycerol
concentration. The simulation is in good agreement with the measured data.

Measurements were taken on a series of glycerol-water mixtures to test the effective
medium approximation. Stock solutions of pure water and 70% glycerol by weight were
used to create 51 mixtures that varied between 10% and 60% glycerol by volume in
increments of one percent. Drops of this solution a few millimeters thick were placed onto
the surface of an HDPE slab, and the reflectivity of the setup was then measured. To
prevent the concentrations of the glycerol-water mixtures changing due to evaporation
during the experiment, the drops were covered with a small plastic cap during data
collection.
Figure A.4 compares the reflectivity data to the predictions of the effective medium
approximation. The approximation models the data extremely well over a range of frequencies and glycerol concentrations. The model predicts that the frequency at which
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Figure A.5: Simulated reflectance of a 3.861 mm slab of HDPE backed by a solution of
53% glycerol by volume over a range of temperatures. The simulated data are taken
at a single frequency (240.128 GHz) close to the reflectance minimum. Between 291.0
K and 292.6 K, the reflectance at this frequency is below -60 dB.

minimum reflectivity occurs should increase slightly with glycerol concentration, an effect confirmed by the experimental data. The glycerol concentration that produces the
minimum overall reflectance differs by a few percent between the measured and simulated
spectra. This discrepancy may be due to uncertainty in the amount of glycerol in the
stock solution used to prepare the concentration series.
Since a temperature-dependent model for water is used in the absorber simulation,
absorber performance as a function of temperature can be predicted. Figure A.5 displays
the minimum reflectance of a slab of HDPE backed by a 53% glycerol solution as a
function of temperature. The reflectance is highly sensitive to temperature, changing by
orders of magnitude per Kelvin near the minimum at 291.8 K. This simulation does not
take into account the temperature dependence of the dielectric functions of glycerol or
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HDPE, nor does it take into account the thermal expansion of HDPE. While the refractive
index of HDPE is nearly constant over the relevant temperature range [11], the dielectric
function of glycerol shows considerable variation with temperature [8]. Inclusion of this
temperature dependence in the model will likely improve the accuracy of the simulated
data.
The optical transfer matrix method accurately describes the behavior of the quarter
wave absorbers when used in tandem with the appropriate models for the dielectric
functions of HDPE, water, and glycerol. The simulated absorption data is in good
agreement with the measured data over a range of frequencies and glycerol concentrations.
Absorber performance is very sensitive to both glycerol concentration and temperature.
Thus, proper sealing of the chamber and active temperature stabilization will likely be
necessary to maintain peak absorber performance over long periods of time.
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Appendix B
HDPE Machining Procedures
B.1
B.1.1

Machining Thin Slabs
Squaring Off the Slab

Starting with a .375” thick sheet of stock HDPE, cut out a 4” by 4” square slab on a
bandsaw. Resurface the edges of the square on a mill using the side of a .375” diameter
endmill running at 2000 rpm. The feed rate is not crucial, as long as the resurfaced
edges are smooth and parallel. Then, place the slab upright in the mill jaws, with one
side of the square facing up. The slab should be supported on blocks of the appropriate
thickness so its top surface sits just above the top of the jaws. Thus, any force applied
to the sides of the square will act over the largest possible surface area to limit stress
on the slab. Sweep a fly cutter running at 600 rpm over the surface of the slab at a
feed rate of 2 inches per minute. Only remove a layer of HDPE about a thousandth of
an inch thick. The appearance and texture of the machined HDPE should be markedly
different from that of the stock finish. If there are points on the surface of the slab that
were not affected by the fly cutting, repeat this procedure, removing another thousandth
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of an inch each time, until the whole surface has been machined. It is crucial that the
entire surface of the slab is removed with one pass of the fly cutter. If multiple passes
are required, ridges along the cut boundaries may develop that will lead to issues at later
points in the machining process. Once the surface is finished, remove the slab from the
vise and confirm the flatness of the surface with a feeler gauge or other suitable method.
If the surface is not flat to within one thousandth of an inch, place the slab back in the
mill and resurface it again. This strongly suggests that too much pressure was applied by
the jaws during the initial cuts, and the HDPE warped during the resurfacing process.
Once one face of the square is sufficiently flat, use an identical procedure to flatten the
other face.

B.1.2

Adding Countersinks

Both faces of the slab have now been resurfaced. Select the higher quality face as the
bottom of the slab; this surface will not be machined any more. Place the slab back in
the mill, with the lower quality face directed upwards towards the mill head. The top
surface of the slab should now be below the top of the jaws, so force applied by the jaws
is distributed across two entire sides of the square. With a 6-32 drill bit running at 2400
rpm, drill an eight-hole circle of radius 1.625” around the center of the slab. Then, with
an 82◦ countersink running at 600 rpm, drill again at the locations of the eight holes. If
the slab is of thickness h, the countersink should be pushed a distance h + 0.075” into
the slab, referenced from the height where the tip of the countersink is in contact with
the top surface of the slab. Since most of the slab will be removed later, the width of the
countersink is not crucial so long as it does not cut through the side of the square.
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Aligning the Mount with the Mill

The aluminum mount must be properly aligned before use. Firmly secure the mount
in the mill vise so that its top surface sits above the top of the jaws. Sweep a fly cutter
running at 150 rpm over the surface of the mount at a feed rate of 2 inches per minute.
If the fly cutter is too small to cover the entire surface with one pass, two passes may
be used so long as any cut boundaries lie outside of the bolt circle already present on
the mount. However, the boundaries should be flush with the rest of the surface. The
fly cutter may leave grooves on the mount surface. Since these are regularly spaced and
close together, they are not believed to affect the quality of pieces cut on the mount.
The mount is now aligned with the axis of the fly cutter. The z-axis control of the mill
should be set to zero for these resurfacing passes. This way, the z-axis position of all
future machining can be referenced precisely from the top surface of the mount. For this
to be an effective reference, this alignment procedure must be repeated every time either
the fly cutter or the mount are removed from the mill.

B.1.4

Fixing the Slab to the Mount

After alignment, the countersunk holes in the mount should be thoroughly cleaned
with an air gun to remove oil and chips. Then, the surface of the mount must be wiped
clean, first with a rag and then with a hand to remove any stray threads from the rag.
The surface should be inspected at glancing incidence under a bright light so any further
particles can be spotted and removed. The bottom of the slab should be cleaned and
inspected in a similar manner. Place the slab on top of the mount so that the bolt circles
are aligned. If the slab does not sit flat on the mount, there may be excess plastic on the
bottom of the countersunk holes, which can be removed with a knife. Then, fasten the
slab to the mount with eight nylon screws. The order in which the screws are secured
47

HDPE Machining Procedures

Chapter B

is determined by the warping of the slab. Screws near the points on the slab closest to
the mount surface should be tightened first to flatten the slab out over the mount and
prevent further warping. The screws should be tightened just enough so the slab does not
move around on the mount when shaken vigorously. This decreases chatter and improves
surface finish during the thinning process.

B.1.5

Thinning the Slab

With the slab now fixed to the mount, it can be cut to the desired thickness. Sweep
over the surface of the slab with a fly cutter running at 600 rpm. Each pass should
remove .025”. The feed rate for these passes is not crucial. Repeat this procedure
until the thickness of the slab has been reduced to 0.002” greater than the final desired
thickness. Remove the slab from the mount and confirm its thickness just inside the bolt
circle with a micrometer. Outside the bolt circle, the slab may vary significantly from
the target thickness; this is likely due to warping of the parts of the slab not held down
to the mount by the screws. Optical measurements on the VNA spectrometer are also
useful at this stage to measure the thickness of the slab as a function of distance from the
center. These data can be used as an estimate of the severity of the warping that occurs
during the thinning process. Once the thickness is known, place the slab back on the
mount using the procedure described above, take a thin layer off the surface with a fly
cutter, and repeat the thickness measurements. Repeat this procedure until the desired
thickness is achieved.

B.2

Optical Thickness Measurements

The VNA spectrometer can be used to determine the thickness of HDPE slabs at
various points in the machining process. When light of wavelength λ0 is incident on a
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slab of transparent material (n > 1) surrounded by air, reflections off the front surface
undergo a 180◦ change of phase, while those off the back surface do not. Destructive
interference is set up at the front surface of the plate when the plate thickness h is equal
to an integer multiple of half wavelengths:

h=

mλ0
, m = 1, 2, 3, . . .
2n

This equation can be rearranged to get an expression for the refractive index in terms of
the frequencies νmin at which reflectivity minima occur:

n=

mc
, m = 1, 2, 3, . . .
2hνmin

Note that this expression only fixes the refractive index up to a multiplicative constant.
However, if c/2hνmin is sufficiently large, the appropriate value for n can be determined
by comparing the possibilities to previous published values. This expression only holds
when n is real; if the slab has a non-negligible extinction coefficient, then additional
phase shifts may occur. HDPE, however, is extremely transparent at THz frequencies,
so this is a valid approximation [3] [4].
To determine the refractive index, the thickness of the HDPE slab is measured with
the micrometer. The slab is then placed on the aperture of the VNA spectrometer, and
the reflectivity is measured as a function of frequency, as in figure B.1. The measured
thickness and frequencies of minimum reflectivity are then used to calculate the refractive
index using the formula given above. This method is limited by micrometer accuracy
and the finite width of the reflectivity peaks. In addition, the absolute thickness and
refractive index cannot be determined independently. This method is best used for
determining relative thicknesses between points across the slab surface by assuming a
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Figure B.1: Reflectance of a 3.848 mm slab of HDPE backed by air. The trace has
been smoothed so the reflectance minima can be clearly identified. Minima at 230.22
GHz, 255.65 GHz, 281.10 GHz, and 306.51 GHz indicate a refractive index of 1.5229,
1.5238, 1.5244, and 1.5251, respectively (all ± 0.001).

constant refractive index throughout the slab. If thickness variations are too great and
different points absorb at significantly different frequencies, this assumption may no
longer be valid, and the method will fail.

B.3

Known Issues

Even though resurfacing the mount aligns the mill head with the slab, the mill must
be initially well-aligned for this process to be successful. If the fly cutter is tilted in the
direction along which it sweeps over the slab surface, slab regions closer to this sweep
axis will be thinner than those further away. This effect will appear as early as the initial
squaring stage, and the slab will not sit flush with the mount. Although great care was
50

taken when using the z-axis control on the mill, fly cutting passes removed more plastic
than expected from the slab surface. When thinning slabs from .375” to about .15”, an
extra thousandth of an inch was taken off in addition to the amount set by the z-axis
control. The cause of this discrepancy is currently not known, but this extra removal
must be accounted for when attempting to cut slabs to precise thicknesses. As suggested
above, leaving a few extra thousandths of an inch, measuring the thickness, and carefully
removing extremely thin layers once near the target thickness can be used to work around
this problem.
A number of issues can affect thickness measurements on the VNA spectrometer.
First, if the bottoms of the countersunk holes are not completely flush with the bottom
face of the slab, then the slab will not sit flat on the spectrometer aperture. This
increases the effective thickness of the slab. Even though these the rims of these holes do
not need to be completely smooth during the thinning process, they must be cleaned up
before thickness measurements. Second, although the top and bottom faces of the slab
should be nearly parallel at every point, the slab as a whole may have some curvature
after machining. On the spectrometer, this curvature will also appear as an increase in
effective thickness. During measurements, the slab must be firmly pressed down over the
aperture to remove this curvature and obtain accurate data.
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